The magic of Algorithms!

Lectures on some algorithmic pearls

PaoLo FERRAGINA, UNIVERSITA DI P1sa

These notes should be an advise for programmers and software engineers: no matter how much
smart you are, the so called “5-minutes thinking” is not enough to get a reasonable solution for your
real problem, unless it is a toy one! Real problems have reached such a large size, machines got
so complicated, and algorithmic tools became so sophisticated that you cannot improvise to be an
algorithm designer: you should be trained to be one of them!

These lectures provide a witness for this issue by introducing challenging problems together with
elegant and efficient algorithmic techniques to solve them. In selecting their topics I was driven by
a twofold goal: from the one hand, provide the reader with an algorithm engineering toolbox that
will help him/her in attacking programming problems over massive datasets; and, from the other
hand, I wished to collect the stuff that I would have liked to see when I was a master/phd student!

The style and content of these lectures is the result of many hours of highlighting and, sometime
hard and fatiguing, discussions with many fellow researchers and students. Actually some of these
lectures composed the courses in Information Retrieval and/or Advanced Algorithms that I taught
at the University of Pisa and in various International PhD Schools, since year 2004. In particular,
a preliminary draft of these notes were prepared by the students of the “Algorithm Engineering”
course in the Master Degree of Computer Science and Networking in Sept-Dec 2009, done in col-
laboration between the University of Pisa and Scuola Superiore S. Anna. Some other notes were
prepared by the Phd students attending the course on “Advanced Algorithms for Massive DataSets”
that I taught at the BISS International School on Computer Science and Engineering, held in March
2010 (Bertinoro, Italy). I used these drafts as a seed for some of the following chapters.

My ultimate hope is that reading these notes you’ll be pervaded by the same pleasure and excite-
ment that filled my mood when I met these algorithmic solutions for the first time. If this will be
the case, please read more about Algorithms to find inspiration for your work. It is still the time that
programming is an Art, but you need the good fools to make itself express at the highest beauty!

PFE
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This problem is experiencing renewed interest in the algorithmic community because of new appli-
cations spurring from Web search-engines. Think to the auto-completion feature currently offered
by mayor search engines Google, Bing and Yahoo, in their search bars: It is a prefix search executed
on-the-fly over millions of strings, using the query pattern typed by the user as the string to search.
The dictionary typically consists of the most recent and the most frequent queries issued by other
users. This problem is made challenging by the size of the dictionary and by the time constraints
imposed by the patience of the users. In this chapter we will describe many different solutions to
this problem of increasing sophistication and efficiency both in time, space and I/O complexities.

The prefix-search problem. Given a dictionary D consisting of n strings of total length
N, drawn from an alphabet of size o, the problem consists of preprocessing D in order to
retrieve (or just count) the strings of D that have P as a prefix.

We mention two other typical string queries which are the exact search and the substring search
within the dictionary strings in 9. The former is best addressed via hashing because of its simplicity
and practical speed; Chapter ?? will detail several hashing solutions. The latter problem is more
sophisticated and finds application in computational genomics and asian search engines, just to cite
a few. It consists of finding all positions where the query-pattern P occurs as a substring of the
dictionary strings. Surprisingly enough, it does exist a simple algorithmic reduction from substring
search to prefix search over the set of all suffixes of the dictionary strings. This reduction will
be commented in Chapter 2 where the Suffix Array and the Suffix Tree data structures will be
introduced. As a result, we can conclude that the prefix search is the backbone of other important
search problems on strings, so the data structures introduced in this chapter offer applications which
go far beyond the simple ones discussed below.

1.1 Array of string pointers

We start with a simple, common solution to the prefix-search problem which consists of an array
of pointers to strings stored in arbitrary locations on disk. Let us call A[1, n] the array of pointers,
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which are indirectly sorted according to the strings pointed to by its entries. We assume that each
pointer takes w bytes of memory, typically 4 bytes (32 bits) or 8 bytes (64 bits). Several other
representations of pointers are possible, as e.g. variable-length representations, but this discussion
is deferred to Chapter ??, where we will deal with the efficient encoding of integers.

Figure 1.1 provides a running example in which the dictionary strings are stored in an array S,
according to an arbitrary order.

A |128|500|637|120| 36 |216| 20 |

s (- [N -1 [- 1
— e EE———
|t|e|n. ||. |i|n|n.

FIGURE 1.1: The array S of strings and the array A of (indirectly) sorted pointers to S’s strings.

There are two crucial properties that the (sorted) array A satisfies:

e all dictionary strings prefixed by P occur contiguously if lexicographically sorted. So
their pointers occupy a subarray, say A[/, r], which may be possibly empty if P does not
prefix any dictionary string.

e the string P is lexicographically located beyween A[/ — 1] and A[].

Since the prefix search returns either the number of dictionary strings prefixed by P, hence the
value r — [ + 1, or visualizes these strings, the key problem is to identify the two extremes / and r
efficiently. To this aim, we reduce the prefix search problem to the lexicographic search of a pattern
Q in O: namely, the search of the lexicographic position of Q among D’s strings. The formation of
Q is simple: Q is either the pattern P or the pattern P#, where # is larger than any other alphabet
character. It is not difficult to convince yourself that Q = P will precede the string A[/] (see above),
whereas Q = P# will follow the string A[r]. This means actually that two lexicographic searches
for patterns of length no more than p + 1 are enough to solve the prefix-search problem.

The lexicographic search can be implemented by means of an (indirect) binary search over the
array A. It consists of O(logn) steps, each one requiring a string comparison between Q and the
string pointed by the entry tested in A. The comparison is lexicographic and thus takes O(p) time
and O(p/B) 1/Os, because it may require in the worst case the scan of all ®(p) characters of Q.
The poor time and I/O-complexities derive from the indirection, which forces no locality in the
memory/string accesses of the binary search. The inefficiency is even more evident if we wish to
retrieve all n,cc strings prefixed by P, and not just count them. After that the range A[/, r] has been
identified, each string visualization elicits at least one I/O because contiguity in A does not imply
contiguity of the pointed strings in S.

THEOREM 1.1 The complexity of a prefix search over the array of string pointers is O(p log n)
time and 0(% log n) 1/Os, the total space is N + (1 + w)n bytes. Retrieving the n,.. strings prefixed
by P needs Q(ne.) 1/Os.

Proof Time and I/O complexities derive from the previous observations. For the space occu-
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pancy, A needs n pointers, each taking a memory word w, and all dictionary strings occupy N bytes
plus one-byte delimiter for each of them (commonly \0 in C). |

The bound Q(n,..) may be a major bottleneck if the number of returned strings is large, as it
typically occurs in queries that use the prefix search as a preliminary step to select a candidate set of
answers that have then to be refined via a proper post-filtering process. An example is the solution to
the problem of searching with wild-cards which involves the presence in P of many special symbols
*. The wild-card * matches any substring. In this case if P = @ *fS*---, where @, 3, . . . are un-empty
strings, then we can implement the wild-card search by first performing a prefix-search for @ in D
and then checking brute-forcedly whether P matches the returned strings given the presence of the
wild-cards. Of course this approach may be very expensive, especially when « is not a selective
prefix and thus many dictionary strings are returned as candidate matches. Nevertheless this puts
in evidence how much slow may be in a disk environment a wild-card query if solved with a trivial
approach.

1.1.1 Contiguous allocation of strings

A simple trick to circumvent some of the previous limitations is to store the dictionary strings sorted
lexicographically and contiguously on disk. This way (pointers) contiguity in A reflects into (string)
contiguity in S. This has two main advantages:

e when the binary search is confined to few strings, they will be closely stored both in A
and S, so probably they have been buffered by the system in internal memory (speed);

e some compression can be applied to contiguous strings in S, because they typically share
some prefix (space).

Given that S is stored on disk, we can deploy the first observation by blocking strings into groups
of B characters each and then store a pointer to the first string of each group in A. The sampled
strings are denoted by Dp C D, and their number np is upper bounded by % because we pick at
most one string per block. Since A has been squeezed to index at most ng < n strings, the search
over A must be changed in order to reflect the two-level structure given by the array A and the blocks
of strings in S'. So the idea is to decompose the lexicographic search for Q in a two-stages process:
in the first stage, we search for the lexicographic position of Q within the sampled strings of Dg; in
the second stage, this position is deployed to identify the block of strings where the lexicographic
position of Q lies in, and then the strings of this block are scanned and compared with Q for prefix
match. We recall that, in order to implement the prefix search, we have to repeat the above process
for the two strings P and P#, so we have proved the following:

THEOREM 1.2  Prefix search over D takes 0(% log %) 1/Os. Retrieving the strings prefixed by
P needs NT 1/Os, where N, is their length. The total space is N + (1 + w)ng bytes.

Proof Once the block of strings A[i, j] prefixed by P has been identified, we can report all of
them in O(%) I/Os; scanning the contiguous portion of S that contains those strings. The space
occupancy comes from the observation that pointers are stored only for the ng sampled strings. N

Typically strings are shorter than B, so % < n, hence this solution is faster than the previous one,
in addition it can be effectively combined with the technique called Front-Coding compression to
further lowering the space and I/O-complexities.
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1.1.2 Front Coding

Given a sequence of sorted strings is probable that adjacent strings share a common prefix. If € is
the number of shared characters, then we can substitute them with a proper variable-length binary
encoding of ¢ thus saving some bits with respect to the classic fixed-size encoding based on 4- or
8-bytes. A following chapter will detail some of those encoders, here we introduce a simple one to
satisfy the curiosity of the reader. The encoder pads the binary representation of £ with O until an
integer number of bytes is used. The first two bits of the padding (if any, otherwise one more byte is
added), are used to encode the number of bytes used for the encoding.! This encoding is prefix-free
and thus guarantees unique decoding properties; its byte-alignment also ensures speed in current
processors.

More efficient encoders are available, anyway this simple proposal ensures to replace the initial
O(flog, o) bits, representing ¢ characters of the shared prefix, with O(log ) bits of the integer
encoding, so resulting advantageous in space. Obviously its final impact depends on the amount of
shared characters which, in the case of a dictionary of URLs, can be up to 70%.

Front coding is a delta-compression algorithm, which can be easily defined in an incremental
way: given a sequence of strings (sy, ..., §,), it encodes the string s; using the couple (£;, §;), where
¢; is the length of the longest common prefix between s; and its predecessor s;-; (0 if i = 1) and
§; = si[€; + 1,]s]] is the “remaining suffix” of the string s;. As an example consider the dictionary
D ={alcatraz, alcool, alcyone, anacleto, ananas, aster, astral, astronomy };
its front-coded representation is (0, alcatraz), (3, ool), (3, yone), (1,nacleto), (3,nas), (1, ster),
(3, ral), (4, onomy).

Decoding a string a pair (¢, §) is symmetric, we have to copy ¢ characters from the previous string
in the sequence and then append the remaining suffix §. This takes O(|s|) optimal time and O(1 + %)
I/Os, provided that the preceding string is available. In general, the reconstruction of a string s; may
require to scan back the input sequence up to the first string 51, which is available in its entirety. So
we may possibly need to scan (81, ¢y), ..., (S;-1, {;—1) and reconstruct sy, ..., s;—; in order to decode
(¢, ;). Therefore, the time cost to decode s; might be much higher than the optimal O(|s;|) cost.?

To overcome this drawback, it is typical to apply front-coding to block of strings thus resorting
the two-level scheme we introduced in the previous subsection. The idea is to restart the front-
coding at the beginning of every block, so the first string of each block is stored uncompressed.
This has two immediate advantages onto the prefix-search problem: (1) these uncompressed strings
are the ones participating in the binary-search process and thus they do not need to be decompressed
when compared with Q; (2) each block is compressed individually and thus the scan of its strings
for searching Q can be combined with the decompression of these strings without incurring in any
slowdown. We call this storage scheme “Front-coding with bucketing”, and shortly denote it by
FCp. Figure 1.2 provides a running example in which the strings “alcatraz”, “alcyone”, “ananas”,
and “astral” are stored explicitly because they are the first of each block.

As a positive side-effect, this approach reduces the number of sampled strings because it can
potentially increase the number of strings stuffed in one disk page: we start from s; and we front-
compress the strings of D in order; whenever the compression of a string s; overflows the current
block, it starts a new block where it is stored uncompressed. The number of sampled strings lowers
from about % to about % strings, where FCp(D) is the space required by FCp to store all the
dictionary strings. This impacts positively onto the number of I/Os needed for a prefix search in a
obvious manner, given that we execute a binary search over the sampled strings. However space

'We are assuming that £ can be binary encoded in 30 bits, namely £ < 230,
2A smarter solution would be to reconstruct only the first ¢ characters of the previous strings si, $2, ..., si—] because
these are the ones interesting for s;’s reconstruction.
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<0, alcatraz>,<3,00l> <0, alcyone>,<1,nacleto> <0,ananas>,<1,ster> <0,astral>,<4,onomy>

FIGURE 1.2: Two-level indexing of the set of strings 9 = { alcatraz, alcool, alcyone,
anacleto, ananas, aster, astral, astronomy} are compressed with FCp, where we as-
sumed that each page is able to store two strings.

occupancy increases with respect to FC(D) because FCg(D) forces the first string of each block to
be stored uncompressed; nonetheless, we expect that this increase is negligible because B > 1.

THEOREM 1.3 Prefix search over D takes 0(’—; log % 1/Os. Retrieving the strings prefixed
by P needs 0(%‘@”“)) 1/Os, where D,.. C D is the set of strings in the answer set.

So, in general, compressing the strings is a good idea because it lowers the space required for stor-
ing the strings, and it lowers the number of I/Os. However we must observe that FC-compression
might increase the time complexity of the scan of a block from O(B) to O(B?) because of the de-
compression of that block. In fact, take the sequence of strings (a, aa, aaa, . . .) which is front coded
as (0,a),(1,a),(2,a),(3,a),.... In one disk page we can stuff ®(B) such pairs, which represent
®(B) strings whose total length is Zfio 0(i) = O(B?) characters. Despite these pathological cases,
in practice the space reduction consists of a constant factor so the time increase incurred by a block
scan is negligible.

Overall this approach introduces a time/space trade-off driven by the block size B. As far as
time is concerned we can observe that the longer is B, the better is the compression ratio but the
slower is a prefix search because of a longer scan-phase; conversely, the shorter is B, the faster is
the scan-phase but the worse is the compression ratio because of a larger number of fully-copied
strings. As far as space is concerned, the longer is B, the smaller is the number of copied strings and
thus the smaller is the storage space in internal memory needed to index their pointers; conversely,
the shorter is B, the larger is the number of pointers thus making probably impossible to fit them in
internal memory.

In order to overcome this trade-off we decouple search and compression issues as follows. We
notice that the proposed data structure consists of two levels: the “upper” level contains references
to the sampled strings Dg, the “lower” level contains the strings themselves stored in a block-wise
fashion. The choice of the algorithms and data structures used in the two levels are “orthogonal” to
each other, and thus can be decided independently. It goes without saying that this 2-level scheme
for searching-and-storing a dictionary of strings is suitable to be used in a hierarchy of two memory
levels, such as the cache and the internal memory. This is typical in Web search, where D is the
dictionary of terms to be searched by users and disk-accesses have to be avoided in order to support
each search over D in few millisecs.

In the next three sections we propose three improvements to the 2-level solution above, two of
them regard the first level of the sampled strings, one concerns with the compressed storage of
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all dictionary strings. Actually, these proposals have an interest in themselves and thus the reader
should not confine their use to the one described in these notes.

1.2 Interpolation search

Until now, we have used binary search over the array A of string pointers. But if Dp satisfies some
statistical properties, there are searching schemes which support faster searches, such as the well
known interpolation search. In what follows we describe a variant of classic interpolation search
which offers some interesting additional properties (details in [3]). For simplicity of presentation
we describe the algorithm in terms of a dictionary of integers, knowing that if items are strings, we
can still look at them as integers in base o~. So for the prefix-search problem we can pad logically
all strings at their end, thus getting to the same length, by using a character that we assume to be
smaller than any other alphabet character. Lexicographic order among strings is turned in classic
ordering of integers, so that the search for P and P# can be turned into a search for two proper
integers.

So without loss of generality, assume that Dg is an array of integers X[1,m] = x;...x, with
Xx; < x;4+1 and m = ng. We evenly subdivide the range [xi, x,,] into m bins By,...,B,, (so we
consider as many bins as integers in X), each bin representing a contiguous range of integers having
length b = % Specifically B; = [x; + (i — 1)b, x| +ib). In order to guarantee the constant-time
access to these bins we need to keep an additional array, say I[1, m], such that I[i] points to the first
and last item of B; in X.

Figure 1.3 reports an example where m = 12, x; = 1 and xj, = 36 and thus the bin length is
b=3.

B Bs Bg By Bio By1 | Bi2

112 3819 |17]19 (20 (28 |30]|32]|36

FIGURE 1.3: An example of use of interpolation search over an itemset of size 12. The bins are
separated by bars; some bins, such as B4 and Bg, are empty.

The algorithm searches for an integer y in two steps. In the first step it calculates j, the index
of the candidate bin B; where y could occur: j = Ly_%] + 1. In the second step, it determines
via I[j] the sub-array of X which stores B; and it does a binary search over it for y, thus taking
O(log |B;|) = O(log b) time. The value of b depends on the magnitude of the integers present in the
indexed dictionary. Surprisingly enough, we can get a better bound which takes into account the
distribution of the integers of X in the range [x1, x,,].

THEOREM 1.4 We can search for an integer in a dictionary of size m taking O(log A) time
in the worst case, where A is the ratio between the maximum and the minimum gap between two
consecutive integers of the input dictionary. The extra space is O(m).

Proof Correctness is immediate. For the time complexity, we observe that the maximum of a
series of integers is at least as large as their mean. Here we take as those integers the gaps x; — x;_j,
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and write:

m
e Xi = Xi-1 s Xm— 1 +1

max (x; = Xj_1) > b (1.1)

i m—1 - m
a a'+1
a” = d’+1

The last inequality comes from the following arithmetic property: whenever a’ > a”,
which can be easily proved by solving it.
Another useful observation concerns with the maximum number of integers that can belong to

no more than b/s integers.
Recalling the definition of A, and the two previous observations, we can thus write:

max;=p m(X; — Xi-1) _

|Bi| < = < A

b
s T mineo (X — Xi1)

So the theorem follows due to the binary search performed within B;. Space occupancy is optimal
and equal to O(m) because of the arrays X[1, m] and I[1, m]. [ |

We note the following interesting properties of the proposed algorithm:

o The algorithm is oblivious to the value of A, although its complexity can be written in
terms of this value.

o The worst-case search time is O(log m), when the whole X ends up in a single bin, and
thus the precise bound should be O(log min{A, m}). So it cannot be worst than the binary
search.

e The space occupancy is O(m) which is optimal asymptotically; however, it has to be
notice that binary search is in-place, whereas interpolation search needs the extra array
I[1,m].

e The algorithm reproduces the O(loglogm) time performance of classic interpolation
search on data drawn independently from the uniform distribution, as shown in the fol-
lowing lemma. We observe that, uniform distribution of the X’s integers is uncommon
in practice, nevertheless we can artificially enforce it by selecting a random permutation
m: U — U and shuffling X according to 7 before building the proposed data struc-
ture. Care must be taken at query time since we search not y but its permuted image
n(y) in 7(X). This way the query performance proved below holds with high probability
whichever is the indexed set X. For the choice of 7 we refer the reader to [6].

LEMMA 1.1 If the m integers are drawn uniformly at random from [1, U], the proposed algo-
rithm takes O(lg 1g m) time with high probability.

Proof Say integers are uniformly distributed over [0, U — 1]. As in bucket sort, every bucket
B; contains O(1) integers on average. But we wish to obtain bounds with high probability. So
let us assume to partition the integers in r = ﬁ ranges. We have the probability 1/r that an
integer belongs to a given range. The probability that a given range does not contain any integer is
(1-bym=@a- Zk’%)’" = O(e7?!°¢™) = O(1/m?). So the probability that at least one range remains
empty is smaller than O(1/m); or, equivalently, with high probability every range contains at least
one integer.

If this occurs with high probability, the maximum distance between two adjacent integers must

be smaller than twice the range’s length: namely max;(x; — x;-1) < 2U/r = O(%).
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Let us now take ' = ®(m log m) ranges, similarly as above we can prove that every adjacent pair
of ranges contains at most one integer with high probability. Therefore if a range contains an integer,
its two adjacent ranges (on the left and on the right) are empty with high probability. Thus we can

lower bound the minimum gap with the length of one range: min;(x; — x,-1) > U/r = ®(ml(l)]g —).

Taking the ratio between the minimum and the maximum gap, we get the desired A = O(log? n). B

If this algorithm is applied to our string context, and strings are uniformly distributed, the number
of I/Os required to prefix-search P in the dictionary D is 0(’—; loglog %). This is an exponential
reduction in the search time performance according to the dictionary length.

1.3 Locality-preserving front coding

This is an elegant variant of front coding which provides a controlled trade-off between space oc-
cupancy and time to decode one string [2]. The key idea is simple, and thus easily implementable,
but proving its guaranteed bounds is challenging. We can state the underlying algorithmic idea as
follows: a string is front-coded only if its decoding time is proportional to its length, otherwise it
is written uncompressed. The outcome in time complexity is clear: we compress only if decoding
is optimal. But what appears surprising is that, even if we concentrated on the time-optimality of
decoding, its “constant of proportionality” controls also the space occupancy of the compressed
strings. It seems magic, indeed it is!

o ¢ |s]

/ C|S

S S s S

I [ [ [ ) [ [ [ [ [
copied copied copied front-coded

FIGURE 1.4: The two cases occurring in LPFC. Red rectangles are copied strings, green rectangles
are front-coded strings.

Formally, suppose that we have front-coded the first i — 1 strings (s, ..., 5;_1) into the compressed
sequence ¥ = (0, §1), (€2, $2), . .., (i1, Si—1). We want to compress s; SO we scan backward at most
c|s;| characters of ¥ to check whether these characters are enough to reconstruct s;. This actually
means that an uncompressed string is included in those characters, because we have available the
first character for s;. If so, we front-compress s; into (¢;, §;); otherwise s; is copied uncompressed
in F outputting the pair (0, s;). The key difficulty here is to show that the strings which are left
uncompressed, and were instead compressed by the classic front-coding scheme, have a length that
can be controlled by means of the parameter c as the following theorem shows:

THEOREM 1.5 Locality-preserving front coding takes at most (1 + €)FC(D) space, and sup-

Isil

ports the decoding of any dictionary string s; in O(Z;) optimal I/Os.

Proof We call any uncompressed string s, a copied string, and denote the c|s| characters explored
during the backward check as the left extent of s. Notice that if s is a copied string, there can be
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no copied string preceding s and beginning in its left extent (otherwise it would have been front-
coded). Moreover, the copied string that precedes S may end within s’s left extent. For the sake of
presentation we call FC-characters the ones belonging to the output suffix § of a front-coded string
S.

Clearly the space occupied by the front-coded strings is upper bounded by FC(D). We wish to
show that the space occupied by the copied strings, which were possibly compressed by the classic
front-coding but are left uncompressed here, sums up to € FC(D), where € is a parameter depending
on ¢ and to be determined below.

We consider two cases for the copied strings depending on the amount of FC-characters that lie
between two consecutive occurrences of them. The first case is called uncrowded and occurs when
that number of FC-characters is at least %, the second case is called crowded, and occurs when
that number of FC-characters is at most % Figure 1.5 provides an example which clearly shows
that if the copied string s is crowded then |s’| > c|s|/2. In fact, s” starts before the left extent of
s but ends within the last c|s|/2 characters of that extent. Since the extent is c|s| characters long,
the above observation follows. If s is uncrowded, then it is preceded by at least c|s|/2 characters of

front-coded strings (FC-characters).

' c |s| , c|Is]
S S S S
I [ [ ] (e B ] ]
crowded —_—
c|s|/2 c|sl/2

FIGURE 1.5: The two cases occurring in LPFC. The green rectangles denote the front-coded strings,
and thus their FC-characters, the red rectangles denote the two consecutive copied strings.

We are now ready to bound the total length of copied strings. We partition them into chains
composed by one uncrowded copied-string followed by the maximal sequence of crowded copied-
strings. In what follows we prove that the total number of characters in each chain is propor-
tional to the length of its first copied-string, namely the uncrowded one. Precisely, consider the
chain wyw; - - - w, of consecutive copied strings, where w; is uncrowded and the following w;s are
crowded. Take any crowded w;. By the observation above, we have that |w;_;| > c|w;|/2 or, equiv-
alently, |w;| < 2lw;_1|/c = --+ = (2/c)""|wy]. So if ¢ > 2 the crowded copied strings shrink by a
constant factor. We have ; [wi = [wi|+ X1 Wil < Wil + Xin1(2/¢) wil = wil Yis0(2/c) < %

Finally, since w; is uncrowded, it is preceded by at least c|w;|/2 FC-characters (see above). The
total number of these FC-characters is bounded by FC(D), so we can upper bound the total length
of the uncrowded strings by (2/c)FC(D). By plugging this into the previous bound on the total
length of the chains, we get -5 X w = ﬁF C(D). The theorem follows by setting € = % |

So locality-preserving front coding (shortly LPFC) is a compressed storage scheme for strings
that can substitute their plain storage without introducing any asymptotic slowdown in the accesses
to the compressed strings. In this sense it can be considered as a sort of space booster for any string
indexing technique.

The two-level indexing data-structure described in the previous sections can benefit of LPFC as
follows. We can use A to point to the copied strings of LPFC (which are uncompressed). This way
the buckets delimited by these strings have variable length, but any string can be decompressed in
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optimal time and I/Os (cfr. previous observation about the ®(B?) size of a bucket in classic FCp).
So the bounds are the ones stated in Theorem 1.3 but without the pathological cases commented
next to its proof. This way the scanning of a bucket, identified by the binary-search step takes O(1)
I/O and time proportional to the returned strings, and hence it is optimal.

The remaining question is therefore how to speed-up the search over the array A. We foresee
two main limitations: (i) the binary-search step has time complexity depending on N or n, (ii) if
the pointed strings do not fit within the internal-memory space allocated by the programmer, or
available in cache, then the binary-search step incurs many I/Os, and this might be expensive. In the
next sections we propose a trie-based approach that takes full-advantage of LPFC by overcoming
these limitations, resulting efficient in time, I/Os and space.

1.4 Compacted Trie

We already talked about tries in Chapter ??, here we dig further into their properties as efficient
data structures for string searching. In our context, the trie is used for the indexing of the sampled
strings Dp in internal memory. This induces a speed up in the first stage of the prefix search from
O(log(N/B)) to O(p) time, thus resulting surprisingly independent of the dictionary size. The reason
is the power of the RAM model which allows to manage and address memory-cells of O(log N) bits
in constant time.

FIGURE 1.6: An example of uncompacted trie (a) and compacted trie (b) for n = 7 strings. The
integer showed in each internal node u# denotes the length of the string spelled out by u. In the
case of uncompacted tries they are useless because they correspond to u’s depth. Edge labels in
compacted tries are substrings of variable length but they can be represented in O(1) space with
triples of integers: e.g. on could be encoded as (6, 2, 3), since the 6-th string tons includes on from
position 2 to position 3.

A trie is a multi-way tree whose edges are labeled by characters of the indexed strings. An internal
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node u is associated with a string s[«] which is indeed a prefix of a dictionary string. String s[u] is
obtained by concatenating the characters found on the downward path that connects the trie’s root
with the node u. A leaf is associated with a dictionary string. All leaves which descend from a node
u are prefixed by s[u]. The trie has n leaves and at most N nodes, one per string character.> Figure
1.6 provides an illustrative example of a trie built over 6 strings. This form of trie is commonly
called uncompacted because it can have unary paths, such as the one leading to string inn.*

If we want to check if a string P prefixes some dictionary string, we have just to check if there is
a downward path spelling out P. All leaves descending from the reached node provide the correct
answer to our prefix search. So tries do not need the reduction to the lexicographic search operation,
introduced for the binary-search approach.

A big issue is how to efficiently find the “edge to follow” during the downward traversal of the
trie, because this impacts onto the overall efficiency of the pattern search. The efficiency of this step
hinges on a proper storage of the edges (and their labeling characters) outgoing from a node. The
simplest data structure that does the job is the linked list. Its space requirement is optimal, namely
proportional to the number of outgoing edges, but it incurs in a O(o") cost per traversed node. The
result would be a prefix search taking O(p o) time in the worst case, which is too much for large
alphabets. If we store the branching characters (and their edges) into a sorted array, then we could
binary search it taking O(log o) time per node. A faster approach consists of using a full-sized array
of o entries, the un-empty entries (namely the ones for which the pointer in not null) are the entries
corresponding to the existing branching characters. In this case the time to branch out of a node
is O(1) and thus O(p) time is the cost for searching the pattern Q. But the space occupancy of the
trie grows up to O(No), which may be unacceptably high for large alphabets. The best approach
consists of resorting a perfect hash table, which stores just the existing branching characters and
their associated pointers. This guarantees O(1) branching time in the worst-case and optimal space
occupancy, thus combining the best of the two previous solutions. For details about perfect hashes
we refer the reader to Chapter ??.

THEOREM 1.6 The uncompacted trie solves the prefix-search problem in O(p + n,..) time and
O(p + nyee/ B) I/Os, where n,. is the number of strings prefixed by P. The retrieval of those strings
prefixed by P takes O(N,.) time, and it takes O(N,../B) I/Os provided that leaves and strings are
stored contiguously and alphabetically sorted on disk. The trie consists of at most N nodes, exactly
n leaves, and thus takes O(N) space. The retrieval of the result strings takes O(N,..) time and
O(Nyee/ B) I/Os, where N, is the total length of the retrieved strings.

Proof Let u be the node such that s[u] = P. All strings descending from u are prefixed by P,
and they can be visualized by visiting the subtree rooted in u. The I/O-complexity of the traversal is
still O(p) because of the jumps among trie nodes. The retrieval of the n,.. leaves descending from
the node spelling Q takes optimal O(n,../B) I/Os because we can assume that trie leaves are stored
contiguously from left-to-right on disk. Notice that we have identified the strings (leaves) prefixed
by Q but, in order to display them, we still need to retrieve them, this takes additional O(N,../B)
I/Os provided that the indexed strings are stored contiguously on disk. This is O(n,../B) 1/Os if we
are interested only in the string pointers/IDs, provided that every internal node keeps a pointer to its
leftmost descending leaf and all leaves are stored contiguously on disk. (These are the main reasons

3We say at most” because some paths (prefixes) can be shared among several strings.

“The trie cannot index strings which are one the prefix of the other. In fact the former string would end up into an
internal node. To avoid this case, each string is extended with a special character which is not present in the alphabet and
is typically denoted by $.
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for keeping the pointers in the leaves of the uncompacted trie, which anyway stores the strings in
its edges, and thus could allow to retrieve them but with more I/Os because of the difficulty to pack
arbitrary trees on disk.) |

A Trie can be wasteful in space if there are long strings with a short common prefix: this would
induce a significant number of unary nodes. We can save space by contracting the unary paths into
one single edge. This way edge labels become (possibly long) sub-strings rather than characters, and
the resulting trie is named compacted. Figure 1.7 (left) shows an example of compacted trie. It is
evident that each edge-label is a substring of a dictionary string, say s[i, j], so it can be represented
via a triple (s, i, j) (see also Figure 1.6). Given that each node is at least binary, the number of
internal nodes and edges is O(n). So the total space required by a compacted trie is O(n) too.

Prefix searching is implemented similarly as done for uncompacted tries. The difference is that it
alternates character-branches out of internal nodes, and sub-string matches with edge labels. If the
edges spurring from the internal nodes are again implemented with perfect hast tables, we get:

THEOREM 1.7 The compacted trie solves the prefix-search problem in O(p + ny..) time and
O(p + nocee/ B) I/Os, where n,. is the number of strings prefixed by P. The retrieval of those strings
prefixed by P takes O(N,..) time, and and it takes O(N,../ B) I/Os provided that leaves and strings
are stored contiguously and alphabetically sorted on disk. The compacted trie consists of O(n)
nodes, and thus its storage takes O(n) space. It goes without saying that the trie needs also the
storage of the dictionary strings to resolve its edge labels, hence additional N space.

At this point an attentive reader can realize that the compacted trie can be used also to search
for the lexicographic position of a string Q among the indexed strings. It is enough to percolate
a downward path spelling Q as much as possible until a mismatch character is encountered. This
character can then be deployed to determine the lexicographic position of Q, depending on whether
the percolation stopped in the middle of an edge or in a trie node. So the compacted trie is an
interesting substitute for the array A in our two-level indexing structure and could be used to support
the search for the candidate bucket where the string Q occurs in, taking O(p) time in the worst case.
Since each traversed edge can induce one I/O, to fetch its labeling substring to be compared with the
corresponding one in Q, we point out that this approach is efficient if the trie and its indexed strings
can be fit in internal memory. Otherwise it presents two main drawbacks: the linear dependance of
the I/Os on the pattern length p, and the space dependance on the block-size B (influencing the the
sampling) and the length of the sampled strings.

The Patricia Trie solves the former problem, whereas its combination with the LPFC solves both
of them.

1.5 Patricia Trie

A Patricia Trie built on a string dictionary is a compacted Trie in which the edge labels consist
just of their initial single characters, and the internal nodes are labeled with integers denoting the
lengths of the associated strings. Figure 1.7 illustrates how to convert a Compacted Trie (left) into a
Patricia Trie (right).

Even if the Patricia Trie strips out some information from the Compacted Trie, it is still able
to support the search for the lexicographic position of a pattern P among a (sorted) sequence of
strings, with the significant advantage (discussed below) that this search needs to access only one
single string, and hence execute typically one I/O instead of the p 1/Os potentially incurred by the
edge-resolution step in compacted tries. This algorithm is called blind search in the literature [4].
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FIGURE 1.7: An example of Compacted Trie and the corresponding Patricia Trie.

It is a little bit more complicated than the prefix-search in classic tries, because of the presence of
only one character per edge label, and in fact it consists of three stages:

e Trace a downward path in the Patricia Trie to locate a leaf / which points to an inter-
esting string of the indexed dictionary. This string does not necessarily identify P’s
lexicographic position in the dictionary (which is our goal), but it provides enough in-
formation to find that position in the second stage. The retrieval of the interesting leaf /
is done by traversing the Patricia Trie from the root and comparing the characters of P
with the single characters which label the traversed edges until either a leaf is reached
or no further branching is possible. In this last case, we choose [/ to be any descendant
leaf from the last traversed node.

e Compare P against the string pointed by leaf /, in order to determine their longest com-
mon prefix. Let £ be the length of this shared prefix, then it is possible to prove that (see
[4]) the leaf [ stores one of the strings indexed by the Patricia Trie that shares the longest
common prefix with P. Call s this pointed string. The length £ and the two mismatch
characters P[¢ + 1] and s[£ + 1] are then used to find the lexicographic position of P
among the strings stored in the Patricia Trie.

o First the Patricia trie is traversed upward from [/ to determine the edge e = (u, v) where
the mismatch character s[£ + 1] lies; this is easy because each node on the upward path
stores an integer that denotes the length of the corresponding prefix of s, so that we have
[s[u]l < € < |s[v]|. If s[€ + 1] is a branching character (i.e. £ = |s[u«]|), then we determine
the lexicographic position of P[{ + 1] among the branching characters of node u. Say
this is the i-th child of u, the lexicographic position of P is therefore to the immediate
left of the subtree descending from this child. Otherwise (i.e. € > |s[u]|), the character
s[€ + 1] lies within e, so the lexicographic position of P is to the immediate right of the
subtree descending from e, if P[{ + 1] > s[€ + 1], otherwise it is to the immediate left of
that subtree.
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A running example is illustrated in Figure 1.8.
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FIGURE 1.8: An example of the first (left) and second (right) stages of the blind search for P in a
dictionary of 7 strings.

In order to understand why the algorithm is correct, let us take the path spelling out the string
P[1,£]. We have two cases, either we reached an internal node u such that |s[u]| = € or we are in
the middle of an edge (u,v), where |s[u]| < € < |s[v]|. In the former case, all strings descending
from u are the ones in the dictionary which share ¢ characters with the pattern, and this is the lcp.
The correct lexicographic position therefore falls among them or is adjacent to them, and thus it
can be found by looking at the branching characters of the edges outgoing from the node u. This is
correctly done also by the blind search that surely stops at u, computes £ and finally determines the
correct position of P by comparing u’s branching characters against P[€ + 1].

In the latter case the blind search reaches v by skipping the mismatch character on (u,v), and
possibly goes further down in the trie because of the possible match between branching characters
and further characters of P. Eventually a leaf descending from v is taken, and thus ¢ is computed
correctly given that all leaves descending from v share £ characters with P. So the backward traversal
executed in the second stage of the Blind search reaches correctly the edge (u, v), which is above
the selected leaf. There we deploy the mismatch character which allows to choose the correct
lexicographic position of P which is either to the left of the leaves descending from v or to their
right. Indeed all those leaves share |s[v]| > ¢ characters, and thus P falls adjacent to them, either
to their left or to their right. The choice depends on the comparison between the two characters
P[¢ + 1] and s[v][£ + 1].

The blind search has excellent performance:

THEOREM 1.8 A Fatricia trie takes O(n) space, hence O(1) space per indexed string (in-
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dependent, therefore, of its length). The blind search for a pattern P[1, p] requires O(p) time to
traverse the trie’s structure (downward and upward), and O(p/B) I/Os to compare the single string
(possibly residing on disk) identified by the blind search. It returns the lexicographic position of P
among the indexed strings. By searching for P and P#, as done in suffix arrays, the blind search
determines the range of indexed strings prefixed by P, if any.

This theorem states that if n < M then we can index in internal memory the whole dictionary,
and thus build the Patricia trie over all dictionary strings and stuff it in the internal memory of our
computer. The dictionary strings are stored on disk. The prefix search for a pattern P takes in O(p)
time and O(p/B) I/Os. The total required space is the one needed to store the strings, and thus it is
O(N).

If we wish to compress the dictionary strings, then we need to resort front-coding. More precisely,
we combine the Patricia Trie and LPFC as follows. We fit in the internal memory the Patricia trie of
the dictionary D, and store on disk the locality-preserving front coding of the dictionary strings. The
two traversals of the Patricia trie take O(p) time and no I/Os (Theorem 1.8), because use information
stored in the Patricia trie and thus available in internal memory. Conversely the computation of the
lep takes O(|s|/B + p/B) 1/Os, because it needs to decode from its LPFC-representation (Theorem
1.5) the string s selected by the blind search and it also needs to compare s against P to compute
their lcp. These information allow to identify the lexicographic position of P among the leaves of
the Patricia trie.

THEOREM 1.9 The data structure composed of the Patricia Trie as the index in internal
memory (“upper level”) and the LPFC for storing the strings on disk ( “lower level”) requires O(n)
space in memory and O((1 + €)FC(D)) space on disk. Furthermore, a prefix search for P requires
O(% + %) I/Os, where s is the “interesting string” determined in the first stage of the Blind search.
The retrieval of the prefixed strings takes 0(%) I/Os, where D, C D is the set of returned
strings.

In the case that n = Q(M), we cannot index in the internal-memory Patricia trie the whole dic-
tionary, so we have to resort the bucketing strategy over the strings stored on disk and index in the
Patricia trie only a sample of them. If N/B = O(M) we can index in internal memory the first string
of every bucket and thus be able to prefix-search P within the bounds stated in Theorem 1.9, by
adding just one I/O due to the scanning of the bucket (i.e. disk page) containing the lexicographic
position of P. The previous condition can be rewritten as N = O(M B) which is pretty reasonable in
practice, given the current values of M ~ 4Gb and B ~ 32Kb, which make M B ~ 128Tb.

1.6 Managing Huge Dictionaries~

The final question we address in this lecture is: What if N = Q(MB)? In this case the Patricia trie
is too big to be fit in the internal memory of our computer. We can think to store the trie on disk
without taking much care on the layout of its nodes among the disk pages. Unfortunately a pattern
search could take Q(p) I/Os in the two traversals performed by the Blind search. Alternatively, we
could incrementally grow a root page and repeatedly add some node not already packed into that
page, where the choice of that node might be driven by various criteria that either depend on some
access probability or on the node’s depth. When the root page contains B nodes, it is written onto
disk and the algorithm recursively lays out the rest of the tree. Surprisingly enough, the obtained
packing is far from optimality of a factor Q( lolgf)lgog ), but it is surely within a factor O(log B) from
the optimal [1].
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In what follows we describe two distinct optimal approaches to solve the prefix-search over dic-
tionaries of huge size: the first solution is based on a data structure, called the String B-Tree [4],
which boils down to a B-tree in which the routing table of each node is a Patricia tree; the second
solution consists of applying proper disk layouts of trees onto the Patricia trie built over the entire
dictionary.

1.6.1 String B-Tree

The key idea consists of dividing the big Patricia trie into a set of smaller Patricia tries, each fitting
into one disk page. And then linking together all of them in a B-Tree structure. Below we outline a
constructive definition of the String B-Tree, for details on this structure and the supported operations
we refer the interested reader to the cited literature.

The dictionary strings are stored on disk contiguously and ordered. The pointers to these strings
are partitioned into a set of smaller, equally sized chunks Dy, ..., D,,, each including @(B) strings
independently of their length. This way, we can index each chunk D; with a Patricia Trie that fits
into one disk page and embed it into a leaf of the B-Tree. In order to search for P among those set
of nodes, we take from each partition D; its first and last (lexicographically speaking) strings s;¢
and s;;, defining the set D' = {slf, SUs e v Smfs sml}.

Recall that the prefix search for P boils down to the lexicographic search of a pattern Q, properly
defined from P. If we search Q within D', we can discover one of the following three cases:

1. Q falls before the first or after the last string of D, if Q < 517 or Q > 5.

2. Q falls among the strings of some 9;, and indeed it is s;y < Q < s;. So the search is
continued in the Patricia trie that indexes Dj;

3. Q falls between two chunks, say 9; and D;,;, and indeed it is sy < Q < sgr1)r. SO
we found Q’s lexicographic position in the whole 9, namely it is between these two
adjacent chunks.

In order to establish which of the three cases occurs, we need to search efficiently in D! for the
lexicographic position of Q. Now, if D! is small and can be fit in memory, we can build on it a
Patricia trie ad we are done. Otherwise we repeat the partition process on D' to build a smaller
set D?, in which we sample, as before, two strings every B, so that |D?| = %?‘. ‘We continue this
partitioning process for k steps, until it is |DF| = O(B) and thus we can fit the Patricia trie built on
DF within one disk page’.

We notice that each disk page gets an even number of strings when partitioning D', ..., D, and
to each pair (si s s,y) we associate a pointer to the block of strings which they delimit in the lower
level of this partitioning process. The final result of the process is then a B-Tree over string pointers.
The arity of the tree is ®(B), because we index ®(B) strings in each single node. The nodes of the
String B-Tree are then stored on disk. The following Figure 1.9 provides an illustrative example for
a String B-tree built over 7 strings.

A (prefix) search for the string P in a String B-Tree is simply the traversal of the B-Tree, which
executes at each node a lexicographic search of the proper pattern Q in the Patricia trie of that node.
This search discovers one of the three cases mentioned above, in particular:

e case | can only happen on the root node;

e case 2 implies that we have to follow the node pointer associated to the identified parti-
tion.

5Actually, we could stop as soon as |Z)k| = O(M), but we prefer the former to get a standard B-Tree structure.
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FIGURE 1.9: An example of an String B-tree on built on the suffixes of the strings in D =
{Cace’, ’aid’, atlas’, ‘atom’, ’attenuate’, ’by’, 'bye’, 'car’, 'cod’, 'dog’, 'fit’, ’lid’, 'patent’, 'sun’, 'zoo’}.
The strings are stored in the B-tree leaves by means of their logical pointers 56, 1, 35, 5, 10, ...,
31. Notice that strings are not sorted on disk, nevertheless sorting improves their I/O-scanning, and

indeed our theorems assume an ordered D on disk.

e case 3 has found the lexicographic position of Q in the dictionary D, so the search in the
B-tree stops.

The I/O complexity of the data structure just defined is pretty good: since the arity of the B-Tree
is ©(B), we have O(logy n) levels, so a search traverses ®(log, n) nodes. Since on each node we
need to load the node’s page into memory and perform a Blind search over its Patricia trie, we pay
o1 + %) I/Os, and thus O(% logy n) 1/Os for the overall prefix search of P in the dictionary D.

THEOREM 1.10 A prefix search in the String B-Tree built over the dictionary D takes O(% logy n+

%) I/Os, where N, is the total length of the dictionary strings which are prefixed by P. The data
structure occupies O(%) disk pages and, indeed, strings are stored uncompressed on disk.

This result is good but not yet optimal. The issue that we have to resolve to reach optimality is
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pattern rescanning: each time we do a Blind search, we compare Q and one of the strings stored
in the currently visited B-Tree node starting from their first character. However, as we go down
in the string B-tree we can capitalize on the characters of Q that we have already compared in the
upper levels of the B-tree, and thus avoid the rescanning of these characters during the subsequent
Icp-computations. So if f characters have been already matched in Q during some previous lcp-
computation, the next Icp-computation can compare Q with a dictionary string starting from their
(f + 1)-th character. The pro of this approach is that I/Os turn to be optimal, the cons is that strings
have to be stored uncompressed in order to support the efficient access to that (f + 1)-th character.
Working out all the details [4], one can show that:

THEOREM 1.11 A prefix search in the String B-Tree built over the dictionary D takes O(%’Y‘"” +
logy n) optimal 1/Os, where N, is the total length of the dictionary strings which are prefixed by P.
The data structure occupies O(%) disk pages and, indeed, strings are stored uncompressed on disk.

If we want to store the strings compressed on disk, we cannot just plug LPFC in the approach
illustrated above, because the decoding of LPFC works only on full strings, and thus it does not
support the efficient skip of some characters without wholly decoding the compared string. [2]
discusses a sophisticated solution to this problem which gets the I/O-bounds in Theorem 1.11 but
in the cache-oblivious model and guaranteeing LPFC-compressed space. We refer the interested
reader to that paper for details.

1.6.2 Packing Trees on Disk

We point out that the advantage of finding a good layout for unbalanced trees among disk pages
(of size B) may be unexpectedly large, and therefore, must not be underestimated when designing
solutions that have to manage large trees on disk. In fact, while balanced trees save a factor O(log B)
when mapped to disk (pack B-node balanced subtrees per page), the mapping of unbalanced trees
grows with non uniformity and approaches, in the extreme case of a linear-height tree, a saving
factor of @(B) over a naive memory layout.

This problem is also known in the literature as the Tree Packing problem. Its goal is to find an
allocation of tree nodes among the disk pages in such a way that the number of I/Os executed for a
pattern search is minimized. Minimization may involve either the total number of loaded pages in
internal memory (i.e. page faults) , or the number of distinct visited pages (i.e. working-set size).
This way we model two extreme situations: the case of a one-page internal memory (i.e. a small
buffer), or the case of an unbounded internal memory (i.e. an unbounded buffer). Surprisingly, the
optimal solution to the tree packing problem is independent of the available buffer size because no
disk page is visited twice when page faults are minimized or the working set is minimum. Moreover,
the optimal solution shows a nice decomposability property: the optimal tree packing forms in turn
a tree of disk pages. These two facts allow to restrict our attention to the page-fault minimization
problem, and to the design of recursive approaches to the optimal tree decomposition among the
disk pages.

In the rest of this section we present two solutions of increasing sophistication and addressing
two different scenarios: one in which the goal is to minimize the maximum number of page faults
executed during a downward root-to-leaf traversal; the other in which the goal is to minimize the
average number of page faults by assuming an access distribution to the tree leaves, and thus to
the possible tree traversals. We briefly mention that both solutions assume that B is known; the
literature actually offers cache-oblivious solutions to the tree packing problem, but they are too
much sophisticated to be reported in these notes. For details we refer the reader to [1, 5].

Min-Max Algorithm. This solution operates greedily and bottom up over the tree to be packed with
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the goal of minimizing the maximum number of page faults executed during a downward traversal
which starts from the root of the tree. The tree is assumed to be binary, this is not a restriction
for Patricia Tries because it is enough to encode the alphabet characters with binary strings. The
algorithm assigns every leaf to its own disk page and the height of this page is set to 1. Working
upward, Algorithm 1.1 is applied to each processed node until the root of the tree is reached.

Algorithm 1.1 Min-Max Algorithm over binary trees (general step).
Let u be the currently visited node;
if If both children of u have the same page height d then
if If the total number of nodes in both children’s pages is < B then
Merge the two disk pages and add u;
Set the height of this new page to d;
else
Close off the pages of u’s children;
Create a new page for u and set its height to d + 1;
end if
else
Close off the page of u’s child with the smaller height;
If possible, merge the page of the other child with u and leave its height unchanged;
Otherwise, create a new page for u with height d + 1 and close off the child’s page;
end if

The final packing may induce a poor page-fill ratio, nonetheless several changes can alleviate this
problem in real situations:

1. When a page is closed off, scan its children pages from the smallest to the largest and
check whether they can be merged with their parent.

2. Design logical disk pages and pack many of them into one physical disk page; possibly
ignore physical page boundaries when placing logical pages onto disk.

THEOREM 1.12 The Min-Max Algorithm provides a disk-packing of a tree of n nodes and
height H such that every root-to-leaf path traverses less than 1 + [%] + [2logpn] pages.

Distribution-aware Packing. We assume that it is known an access distribution to the Patricia
trie leaves. Since this distribution is often skewed towards some leaves, that are then accessed
more frequently than others, the Min-Max algorithm may be significantly inefficient. The following
algorithm is based on a Dynamic-Programming scheme, and optimizes the expected number of 1/Os
incurred by any traversal of a root-to-leaf path.

We denote by 7 this optimal tree packing (from tree nodes to disk pages), so 7(u) denotes the
disk page to which the tree node u is mapped. Let w(f) be the probability to access a leaf f, we
derive a distribution over all other nodes u of the tree by summing up the access probabilities of its
descending leaves. We can assume that the tree root r is always mapped to a fixed page 7(r) = R.
Consider now the set V of tree nodes that descend from R’s nodes but are not themselves in R. We
observe that the optimal packing T induces a tree of disk pages and consequently, if T is optimal for
the current tree T, then 7 is optimal for all subtrees T, rooted in v € V.

This result allows to state a recursive computation for 7 that first determines which nodes reside
in R, and then continues recursively with all subtrees 7', for which v € V. Dynamic programming
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provides an efficient implementation of this idea, based on the following definition: An i-confined
packing of a tree T is a packing in which the page R contains exactly i nodes (clearly i < B). Now,
in the optimal packing 7, the root page R will contain i* nodes from the left subtree T} and
(B —i* = 1) nodes from the right subtree T}ig1(, for some i*. The consequence is that 7 is both
an optimal i*-confined packing for T} and an optimal (B — i* — 1)-confined packing for Tign().
This property is at the basis of the Dynamic-Programming rule which computes A[v, i], for a generic
node v and integer i < B, as the cost of an optimal i-confined packing of the subtree 7',. In the paper
[5] the authors showed that A[v, ], for i > 1, can be computed as the access probability w(v) plus
the minimum among the following three quantities:

1. Alleft(v),i — 1] + w(right(v)) + A[right(v), B)
2. w(left(v)) + Alleft(v), B] + Al[right(v),i — 1]
3. miny <o {Alleft(v), jl + Alright(v),i — j— 1]}

Rule (1) accounts for the (unbalanced) case in which the i-confined packing is obtained by storing
i — 1 nodes from T, sy, into the v’s page; Rule (2) is the symmetric of Rule (1); whereas Rule (3)
accounts for the case in which j nodes from Ty ry) and i — j — 1 nodes from Tep) are stored
into the page of v to form the optimal i-confined packing of T,. The special case i = 1 is given by
Alv, 1] =w(T,) + Alleft(v), B] + Alright(v), B].

Algorithm 1.2 deploys these rules to compute the optimal tree packing in O(nB?) time and O(nB)
space.

Algorithm 1.2 Distribution-aware packing of trees on disk.

Initialize A[v, i] = w(v), for all leaves v and integers i < B,

while there exist an unmarked node v do
mark v;
update A[v, 1] = w(v) + A[left(v), B] + Alright(v), B;
fori=2toBdo

update A[v, i] according to the dyn-prog rule specified in the text.

end for

end while

THEOREM 1.13 Anoptimal packing for a f-ary tree of n nodes can be computed in O(nB?* log f)
time and O(Blogn) space. The packing maps the tree into at most 2| 4] disk pages. Optimality is
with respect to the expected number of I/Os incurred by any root-to-leaf traversal.
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In this lecture we will be interested in solving the following problem, known as full-text searching
or substring searching.

The substring-search problem. Given a text string T[1,n], drawn from an alphabet of
size o, retrieve (or just count) all text positions where a query pattern P[1, p] occurs as a
substring of T.

It is evident that this problem can be solved by brute-forcedly comparing P against every substring
of T, thus taking O(np) time in the worst case. But it is equivalently evident that this scan-based
approach is unacceptably slow when applied to massive text collections subject to a massive number
of queries, which is the scenario involving genomic databases or search engines. This suggests the
usage of a so called indexing data structure which is built over 7 before that searches start. A setup
cost is required for this construction, but this cost is amortized over the subsequent pattern searches,
thus resulting convenient in a quasi-static environment in which 7 is changed very rarely.

In this lecture we will describe two main approaches to substring searching, one based on arrays
and another one based on trees, that mimic what we have done for the prefix-search problem. The
two approaches hinge on the use of two fundamental data structures: the suffix array (shortly SA)
and the suffix tree (shortly ST). We will describe in much detail those data structures because their
use goes far beyond the context of full-text search.

2.1 Notation and terminology

We assume that text 7 ends with a special character T[n] = $, which is smaller than any other
alphabet character. This ensures that text suffixes are prefix-free and thus no one is a prefix of
another suffix. We use suff; to denote the i-th suffix of text 7', namely the substring 7'[i,n]. The
following observation is crucial:

If P=TI[i,i + p — 1], then the pattern occurs at text position i and thus we can state that P
is a prefix of the i-th text suffix, namely P is a prefix of the string suff;.

© Paolo Ferragina, 2009-2016 2-1
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As an example, if P =“siss” and 7" =“mississippi$”, then P occurs at text position 4 and indeed
it prefixes the suffix suff, = T[4, 12] =“sissippi$”. For simplicity of exposition, and for historical
reasons, we will use this text as running example; nevertheless we point out that a text may be an
arbitrary sequence of characters, hence not necessarily a single word.

Given the above observation, we can form with all text suffixes the dictionary SUF(T') and state
that searching for P as a substring of T boils down to searching for P as a prefix of some string in
SUF(T). In addition, since there is a bijective correspondence among the text suffixes prefixed by P
and the pattern occurrences in 7', then

1. the suffixes prefixed by P occur contiguously into the lexicographically sorted SUF(T),

2. the lexicographic position of P in SUF(T) immediately precedes the block of suffixes
prefixed by P.

An attentive reader may have noticed that these are the properties we deployed to efficiently sup-
port prefix searches. And indeed the solutions known in the literature for efficiently solving the
substring-search problem hinge either on array-based data structures (i.e. the Suffix Array) or on
trie-based data structures (i.e. the Suffix Tree). So the use of these data structures in pattern search-
ing is pretty immediate. What is challenging is the efficient construction of these data structures and
their mapping onto disk to achieve efficient I/O-performance. These will be the main issues dealt
with in this lecture.

Text suffixes | Indexes Sorted Suffixes | SA | Lep
mississippi$ 1 $ 12 0
ississippi$ 2 i$ 11 1
ssissippi$ 3 ippi$ 8 1
sissippi$ 4 issippi$ 5 4
issippi$ 5 ississippi$ 2 0
ssippi$ 6 mississippi$ | 1 0
sippi$ 7 pi$ 10 1
ippi$ 8 ppi$ 9 0

ppi$ 9 sippi$ 7 2

pi$ 10 sissippi$ 4 1

i$ 11 ssippi$ 6 3

$ 12 ssissippi$ 3 -

FIGURE 2.1: SA and 1cp array for the string 7 =“mississippi$”.

2.2 The Suffix Array

The suffix array for a text T is the array of pointers to all text suffixes ordered lexicographically.
We use the notation SA(T') to denote the suffix array built over 7', or just SA if the indexed text is
clear from the context. Because of the lexicographic ordering, SA[{] is the i-th smallest text suffix,
so we have that suffg ) < suffga) < -+ < suffsay,), where < is the lexicographical order between
strings. For space reasons, each suffix is represented by its starting position in 7 (i.e. an integer).
SA consists of n integers in the range [1, n] and hence it occupies O(n log n) bits.
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Another useful concept is the longest common prefix between two consecutive suffixes suffs,;
and suffs(;.1- We use Lcp to denote the array of integers representing the lengths of those Icps.
Array lcp consists of n — 1 entries containing values smaller than n. There is an optimal and non
obvious linear-time algorithm to build the Icp-array which will be detailed in Section 2.2.3. The
interest in 1cp rests in its usefulness to design efficient/optimal algorithms to solve various search
and mining problems over strings.

2.2.1 The substring-search problem

We observed that this problem can be reduced to a prefix search over the string dictionary SUF(T),
so it can be solved by means of a binary search for P over the array of text suffixes ordered lex-
icographically, hence SA(T'). Figure 2.1 shows the pseudo-code which coincides with the classic
binary-search algorithm specialized to compare strings rather than numbers.

Algorithm 2.1 SuBsTRINGSEARCH(P, SA(T))
I: L=1,R=mn;
while (L # R) do
M=[(L+R)/2];
if (strncmp(P, suffy,, p) > 0) then
L=M+1;
else
R=M,;
end if
end while
if (strncmp(P, suff;, p) = 0) then
return L;

R A A i

[
N =2

else
return —1;
end if

_ =
B w

A binary search in SA requires O(log n) string comparisons, each taking O(p) time in the worst
case.

LEMMA 2.1 Given the text T[1,n] and its suffix array, we can count the occurrences of a
pattern P[1, p] in the text taking O(p logn) time and O(log n) memory accesses in the worst case.
Retrieving the positions of these occ occurrences takes additional O(occ) time. The total required
space is n(logn + log o) bits, where the first term accounts for the suffix array and the second term
for the text.

Figure 2.2 shows a running example, which highlights an interesting property: the comparison
between P and suff,, does not need to start from their initial character. In fact one could exploit
the lexicographic sorting of the suffixes and skip the characters comparisons that have already been
carried out in previous iterations. This can be done with the help of three arrays:

e the 1cp[l,n — 1] array;
o two other arrays Llcp[l,n — 1] and Rlcp[1,n — 1] which are defined for every triple
(L, M, R) that may arise in the inner loop of a binary search. We define Licp[M] =
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Lep(suffsarrys sffsappn) and RlcpIM] = Lcp(suffsappns Suffsarry)> namely Llcp[M] ac-
counts for the prefix shared by the leftmost suffix suffg,(;; and the middle suffix suffs, [y,
of the range currently explored by the binary search; Rlcp[M] accounts for the prefix
shared by the rightmost suffix suffs,(z, and the middle suffix suffs4(,, of that range.

= 3 $ $ $

| i$ i$ i$ i$

| ippi$ ippi$ ippi$ ippi$

| issippi$ issippi$ issippi$ issippi$

| ississippi$ ississippi$ ississippi$ ississippi$

| > mississippi$ mississippi$ mississippi$ mississippi$

| pi$ = pi$ pi$ pi$

| ppi$ I ppi$ ppi$ ppi$

| sippi$ | sippi$ sippi$ sippi$

| sissippi$ |— sissippi$ sissippi$ sissippi$

| ssippi$ | ssippi$ — ssippi$ — ssippi$

— ssissippi$ — ssissippi$ — ssissippi$ ssissippi$
Step (1) Step (2) Step (3) Step (4)

FIGURE 2.2: Binary search steps for the lexicographic position of the pattern P =“ssi” in “missis-
sippi$”.

We notice that each triple (L, M, R) is uniquely identified by its midpoint M because the execution
of a binary search defines actually a hierarchical partition of the array SA into smaller and smaller
sub-arrays delimited by (L, R) and thus centered in M. Hence we have O(n) triples overall, and these
three arrays occupy O(n) space in total.

We can build arrays Llcp and Rlcp in linear time by exploiting two different approaches. We
can deploy the observation that the 1cpl[i, j] between the two suffixes suffq,; and suffs,;;) can be
associativity of the min we can split the computation as 1cpli, j] = min{lcp[i, k], 1cpl[k, j]} where
k is any index in the range [i, j], so in particular we can set 1cp[L, R] = min{lcp[L, M], 1cp[M, R]}.
This implies that the arrays Licp and Rlcp can be computed via a bottom-up traversal of the triplets
(L, M,R) in O(n) time. Another way to deploy the previous observation is to compute 1cpli, j]
on-the-fly via a Range-Minimum Data structure built over the array 1cp (see Section 2.4.1). All of
these approaches take O(n) time and space, and thus they are optimal.

We are left with showing how the binary search can be speeded up by using these arrays. Consider
a binary-search iteration on the sub-array SA[L, R], and let M be the midpoint of this range (hence
M = (L + R)/2). A lexicographic comparison between P and suffg), has to be made in order
to choose the next search-range between SA[L, M] and SA[M, R]. The goal is to compare P and
suffsapary Without starting necessarily from their first character, but taking advantage of the previous
binary-search steps in order to infer, hopefully in constant time, their lexicographic comparison.

Surprisingly enough this is possible and requires to know, in addition to Licp and Rlcp, the values
I = 1cp(P, suffsa;ry) and r = 1cp(P, suffsaz)) which denote the number of characters the pattern P
shares with the strings at the extremes of the range currently explored by the binary search. At the
first step, in which L = 1 and R = n, these two values can be computed in O(p) time by comparing
character-by-character the involved strings. At a generic step, we assume that / and r are known
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inductively, and show below how the binary-search step can preserve their knowledge after that we
move onto SA[L, M] or SA[M, R].

So let us detail the implementation of a generic binary-search step. We know that P lies between
suffsarr) and suffsa r)> so P surely shares 1cp[L, R] characters with these suffixes given that any string
(and specifically, all suffixes) in this range must share this number of characters (given that they are
lexicographically sorted). Therefore the two values / and r are larger (or equal) than 1cp[L, R], as
well as it is larger (or equal) to this value also the number of characters m that the pattern P shares
with suffgapn- We could then take advantage of this last inequality to compare P with suffssp
starting from their (1cp[L, R] + 1)-th character. But actually we can do better because we know r
and /, and these values can be significantly larger than 1cp[L, R], thus more characters of P have
been already involved in previous comparisons and so they are known.

We distinguish three main cases by assuming that / > r (the other case » > [ is symmetric),
and aim at not re-scanning the characters of P that have been already seen (namely characters in
P[1,1]). We define our algorithm in such a way that the order between P and suffg, 4/, can be inferred
either comparing characters in P[l + 1,n], or comparing the values / and Llcp[M] (which give us
information about P[1,[]).

o If/ < Licp[M], then P is greater that suﬁ”SA[ v and we can setm = [. In fact, by induction,
P > suffsa;) and their mismatch character lies at position [+ 1. By definition of Licp[M]
and the hypothesis, we have that suffs,(;, shares more than / characters with suffg, -
So the mismatch between P and suffs, ), is the same as it is between P and suffy ),
hence their comparison gives the same answer— i.e. P > suffg,,;— and the search can
thus continue in the subrange SA[M, R]. We remark that this case does not induce any
character comparison.

e If [ > Licp[M], this case is similar as the previous one. We can conclude that P is smaller
than suffsa and it is m = Llcp[M]. So the search continues in the subrange SA[L, M],
without additional character comparisons.

e If [ = Licp[M], then P shares [ characters with suffg,;) and suffss(,. So the comparison
between P and suffs, (), can start from their (/+1)-th character. Eventually we determine
m and their lexicographic order. Here some character comparisons are executed, but the
knowledge about P’s characters advanced too.

It is clear that every binary-search step either advances the comparison of P’s characters, or it
does not compare any character but halves the range [L, R]. The first case can occur at most p times,
the second case can occur O(log n) times. We have therefore proved the following.

LEMMA 2.2 Given the three arrays 1cp, Llcp and Ricp built over a text T'[1, n], we can count
the occurrences of a pattern P[1, p] in the text taking O(p +log n) time in the worst case. Retrieving
the positions of these occ occurrences takes additional O(occ) time. The total required space is
o(n).

Proof We remind that searching for all strings having the pattern P as a prefix requires two
lexicographic searches: one for P and the other for P#, where # is a special character larger than
any other alphabet character. So O(p + log n) character comparisons are enough to delimit the range
SA[i, j] of suffixes having P as a prefix. It is then easy to count the pattern occurrences in constant
time, as occ = j— i+ 1, or print all of them in O(occ) time. [ ]
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2.2.2 The LCP-array and its construction®

Surprisingly enough the longest common prefix array lcp[l,n — 1] can be derived from the input
string 7" and its suffix array SA[1, 7] in optimal linear time.! This time bound cannot be obtained by
the simple approach that compares character-by-character the n — 1 contiguous pairs of text suffixes
in SA; as this takes ®(n?) time in the worst case. The optimal O(n) time needs to avoid the re-
scanning of the text characters, so some property of the input text has to be proved and deployed
in the design of an algorithm that achieves this complexity. This is exactly what Kasai et al did in
2001 [8], their algorithm is elegant, deceptively simple, and optimal in time and space.

Sorted Suffixes | SA SA positions
abcdef... j—1 p-1
abchi... i—1 p
bedef... Jj

bch... k qg-1
bchi... i q

FIGURE 2.3: Relation between suffixes and 1cp values in the Kasai’s algorithm. Suffixes are shown
only with their starting characters, the rest is indicated with ... for simplicity.

For the sake of presentation we will refer to Figure 2.3 which illustrates clearly the main algorith-
mic idea. Let us concentrate on two consecutive suffixes in the text T, say suff;_; and suff;, which
occur at positions p and ¢ in the suffix array SA. And assume that we know inductively the value
of 1cp[p — 1], storing the longest common prefix between SA[p — 1] = sujfj_l and the next suffix
SA[p] = suff;_; in the lexicographic order. Our goal is to show that 1cp[g — 1] storing the longest
common prefix between suffix SA[g — 1] = suff, and the next ordered suffix SA[g] = suff;, which
interests us, can be computed without re-scanning these suffixes from their first character but can
start where the comparison between SA[p — 1] and SA[p] ended. This will ensure that re-scanning
of text characters is avoided, precisely it is avoided the re-scanning of suff;_;, and as a result we will
get a linear time complexity.

We need the following property that we already mentioned when dealing with prefix search, and
that we restate here in the context of suffix arrays.

FACT 2.1 For any position x <y it holds 1cp(suffsary—17> Sffsary) = 1ep(suffsarygs suffsapy)-

Proof This property derives from the observation that suffixes in SA are ordered lexicographi-
cally, so that, as we go farther from SA[y] we reduce the length of the shared prefix. |

IRecall that 1cpl[i] = Lep(suffs apiy» suffs ajir1y) for i < n.
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Let us now refer to Figure 2.3, concentrate on the pair of suffixes suff,_; and suff;_;, and take their
next suffixes suff; and suff; in T. There are two possible cases: Either they share some characters
in their prefix, i.e. 1lcp[p — 1] > 0, or they do not. In the former case we can conclude that, since
lexicographically suff;_; < suff;_,, the next suffixes preserve that lexicographic order, so suff; < suff;
and moreover Lcp(suff;, suff;) = Lcp[p — 1] — 1. In fact, the first shared character is dropped, given
the step ahead from j — 1 (resp. i — 1) to j (resp. i) in the starting positions of the suffixes, but
the next 1cp[p — 1] — 1 shared characters (possibly none) remain, as well as remain their mismatch
characters that drives the lexicographic order. In the Figure above, we have 1cp[p — 1] = 3 and the
shared prefix is abc, so when we consider the next suffixes their Icp is bc of length 2, their order is
preserved (as indeed suff; occurs before suff;), and now they lie not adjacent in SA.

FACT 2.2 If 1ep(suffsay-1y> Suffsary) > O then:
Lep(suffsary-1141> SWlsapyr1) = LepCsulfsary—1ps Suffsapyy) — 1

By Fact 2.1 and Fact 2.2, we can conclude the key property deployed by Kasai’s algorithm:
lcplg—1] > max{lcp[p— 1] —1,0}. This algorithmically shows that the computation of 1cp[qg — 1]
can take full advantage of what we compared for the computation of 1cp[p — 1]. By adding to
this the fact that we are processing the text suffixes rightward, we can conclude that the characters
involved in the suffix comparisons move themselves rightward and, since re-scanning is avoided,
their total number is O(n). A sketch of the Kasai’s algorithm is shown in Figure 2.2, where we make
use of the inverse suffix array, denoted by SA~!, which returns for every suffix its position in SA.
Referring to Figure 2.3, we have that SA™![i] = p.

Algorithm 2.2 LCP-Bup(char *7T, int n, char **SA)
1: h=0;
2. for(i=1;i<n,i++)do
3: g = SA7'i];

4 if (¢ > 1) then

5 k=SA[lqg-1];

6: if (7 > 0) then

7. h——;

8 end if

9 while (T[k + h] == T[i + h]) do
10: h++;

11: end while

12: leplg-1]1=h;

13: end if

14: end for

Step 4 checks whether suff, occupies the first position of the suffix array, in which case the 1cp
with the previous suffix is undefined. The for-loop then scans the text suffixes suff; from left to right,
and for each of them it first retrieves the position of suff; in SA, namely i = SA[q], and its preceding
suffix in SA, namely k = SA[g — 1]. Then it extends their longest common prefix starting from
the offset & determined for suff;_; via character-by-character comparison. This is the algorithmic
application of the above observations.

As far as the time complexity is concerned, we notice that % is decreased at most n times (once
per iteration of the for-loop), and it cannot move outside 7 (within each iteration of the for-loop),
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so h < n. This implies that & can be increased at most 2n times and this is the upper bound to the
number of character comparisons executed by the Kasai’s algorithm. The total time complexity is
therefore O(n).

We conclude this section by noticing that an I/O-efficient algorithm to compute the lcp-array is
still missing in the literature, some heuristics are known to reduce the number of I/Os incurred by
the above computation but an optimal O(n/B) I/O-bound is yet to come, if possible.

2.2.3 Suffix-array construction

Given that the suffix array is a sorted sequence of items, the most intuitive way to construct SA is
to use an efficient comparison-based sorting algorithm and specialize the comparison-function in
such a way that it computes the lexicographic order between strings. Algorithm 2.3 implements
this idea in C-style using the built-in procedure Qsort as sorter and a properly-defined subroutine
Suffix_.cmp for comparing suffixes:

Suffix_.cmp(char #xp, char =+q){ return strcmp(+p,*q) };

Notice that the suffix array is initialized with the pointers to the real starting positions in memory
of the suffixes to be sorted, and not the integer offsets from 1 to n as stated in the formal description
of SA of the previous pages. The reason is that in this way Suffix.cmp does not need to know 7"’s
position in memory (which would have needed a global parameter) because its actual parameters
passed during an invocation provide the starting positions in memory of the suffixes to be compared.
Moreover, the suffix array SA has indexes starting from O as it is typical of C-language.

Algorithm 2.3 Comparison_Basep_ConsTtrucTion(char *7', int n, char **SA)
1: for i =0;i<n;i++)do

2 SA[i]=T +1i;
3: end for
4: QSORT(SA, n, sizeof(char *), Suffix_cmp);

A major drawback of this simple approach is that it is not I/O-efficient for two main reasons: the
optimal number O(n log n) of comparisons involves now variable-length strings which may consists
of up to ®(n) characters; locality in SA does not translate into locality in suffix comparisons because
of the fact that sorting permutes the string pointers rather than their pointed strings. Both these
issues elicit I/Os, and turn this simple algorithm into a slow one.

THEOREM 2.1 In the worst case the use of a comparison-based sorter to construct the suffix
array of a given string T[1, n] requires O(()nlogn) l/Os, and O(nlogn) bits of working space.

In Section 2.2.3 we describe a Divide-and-Conquer algorithm— the Skew algorithm proposed
by Kérkkidinen and Sanders [7]— which is elegant, easy to code, and flexible enough to achieve
the optimal I/O-bound in various models of computations. In Section 2.2.3 we describe another
algorithm— the Scan-based algorithm proposed by BaezaYates, Gonnet and Sniders [6]— which is
also simple, but incurs in a larger number of I/Os; we nonetheless introduce this algorithm because
it offers the positive feature of processing the input data in passes (streaming-like) thus forces pre-
fetching, allows compression and hence it turns to be suitable for slow disks.
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The Skew Algorithm

In 2003 Kérkkédinen and Sanders [7] showed that the problem of constructing suffix-arrays can
be reduced to the problem of sorting a set of triplets whose components are integers in the range
[1,0(n)]. Surprisingly this reduction takes linear time and space thus turning the complexity of
suffix-array construction into the complexity of sorting atomic items, a problem about which we
discussed deeply in the previous chapters and for which we know optimal algorithms for hierarchical
memories and multiple disks. More than this, since the items to be sorted are integers bounded in
value by O(n), the sorting of the triplets takes O(n) time in the RAM model, so this is the optimal
time complexity of suffix-array construction in RAM. Really impressive!

This algorithm is named Skew in the literature, and it works in every model of computation for
which an efficient sorting primitive is available: disk, distributed, parallel. The algorithm hinges on
a divide&conquer approach that executes a % : % split, crucial to make the final merge-step easy to
implement. Previous approaches used the more natural % : % split (such as [2]) but were forced to
use a more sophisticated merge-step which needed the use of the suffix-tree data structure.

For the sake of presentation we use T[1,n] = t1#, .. .t, to denote the input string and we assume
that the characters are drawn from an integer alphabet of size o = O(n). Otherwise we can sort
the characters of 7' and rename them with integers in O(n), taking overall O(nlog o) time in the
worst-case. So T is a text of integers, taking ®(logn) bits each; this will be the case for all texts
created during the suffix-array construction process. Furthermore we assume that 7, = $, a special
symbol smaller than any other alphabet character, and logically pad 7 with an infinite number of
occurrences of $.

Given this notation, we can sketch the three main steps of the Skew algorithm:

Step 1. Construct the suffix array SA%? limited to the suffixes starting at positions Py = {i :

imod3 = 2, orimod3 = 0}:

e Build a special string 72" of length (2/3)n which compactly encodes all suffixes
of T starting at positions P .
e Build recursively the suffix-array SA” of 729,

e Derive the suffix-array SA%? from SA’.

Step 2 Construct the suffix array SA! of the remaining suffixes starting at positions Py = {i :
imod3 = 1}:

e For every i € Py, represent suffix T[i, n] with a pair (T[], pos(i + 1)), where it is
i+1€ szo.

e Assume to have pre-computed the array pos[i + 1] which provides the position of
the (i + 1)-th text suffix T[i + 1, n] in SA>°.

e Radix-sort the above O(n) pairs.
Step 3. Merge the two suffix arrays into one:

o This is done by deploying the decomposition 2 : § which ensures a constant-time
lexicographic comparison between any pair of suffixes (see details below).

The execution of the algorithm is illustrated over the input string 7'[1, 12] =“mississippi$” whose
suffix array is SA = (12,11, 8,5,2,1,10,9,7,4, 6, 3). In this example we have: P,y ={2,3,5,6,8,9,11, 12}
and P, = {1,4,7,10}.

Step 1. The first step is the most involved one and constitutes the backbone of the entire recursive
process. It lexicographically sorts the suffixes starting at the text positions P,o. The resulting
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array is denoted by SA% and represents a sampled version of the final suffix array SA because it is
restricted to the suffixes starting at positions P; .

To efficiently obtain SA%?, we reduce the problem to the construction of the suffix array for a
string 7% of length about 2—{’ This text consists of “characters” which are integers smaller than
~ %” Since we are again in the presence of a text of integers, of length proportionally smaller than
n, we can construct its suffix array by invoking recursively the construction procedure.

The key difficulty is how to define 72° so that its suffix array may be used to derive easily
SA20, namely the sorted sequence of text suffixes starting at positions in P, . The elegant solution
consists of considering the two text suffixes 7T'[2, n] and T[3, n], pad them with the special symbol
$ in order to have multiple-of-three length, and then decompose the resulting strings into triplets of
characters T[2,:] = [t2, 13, tallts, te, t7]lts, t9, tio] . .. and T'[3,-] = [t3, t4, t5]t6, t7, t3][19, t10, t11] - - .-
The dot expresses the fact that we are considering the smallest integer, larger than »n, that allows
those strings to have length which is a multiple of three.

With reference to the previous example, we have:

T[2,-]=[iss][iss][ipp][i$$] T[3,]=[ssi][ssi][ppi][$$$]
2 5 8 11 3 6 9 12

We then construct the string R = T[2,-] @ T[3, -], and thus we obtain:

R=[iss][iss][ippl[i$$l[ssillssi][ppil[$$9$]
2 5 8 11 3 6 9 12

The key property on which the first step of the Skew algorithm hinges on, is the following:

Property 2.2 Every suffix T[i, n] starting at a position i € P, can be put in correspondence with
a suffix of R consisting of an integral sequence of triplets. Specifically, if imod 3 = O then the text
suffix coincides exactly with a suffix of R; if imod 3 = 2, then the text suffix prefixes a suffix of R
which nevertheless terminates with special symbol $.

The correctness of this property can be inferred easily by observing that any suffix 7'[i, n] starting
at a position in P, is clearly a suffix of either T'[2, -] or T'[3, -], given that i > 0, and i mod 3 is either
0 or 2. Moreover, since i € P, it has the form i = 3 + 3k or i = 2 + 3k, for some k > 0, and thus
T[i,n] occurs within R aligned to the beginning of some triplet.

By the previous running example, take i = 6 = 0 mod 3, the suffix T[6, 12] = ssippi$ occurs
at the second triplet of T[3, ], which is the sixth triplet of R. Similarly, take i = 8 = 2 mod 3, the
suffix T'[8, 12] = ippi$ occurs at the third triplet of T'[2, -], which is the third triplet of R. Notice
that, even if T'[8, 12] is not a full suffix of R, we have that T[8, 12] ends with two $s, which will
constitute sort of end-delimiters.

The final operation is then to encode those triplets via integers, and thus squeeze R into a string
T%9 of 23—” integer-symbols, thus realizing the reduction in length we were aiming for above. This
encoding must be implemented in a way that the lexicographic comparison between two triplets can
be obtained by comparing those integers. In the literature this is called lexicographic naming and
can be easily obtained by radix sorting the triplets in R and associating to each distinct triplet its
rank in the lexicographic order. Since we have O(n) triplets, each consisting of symbols in a range
[0, n], their radix sort takes O(n) time.

In our example, the sorted triplets are labeled with the following ranks:

[$$$1[1$S][ipplliss] [iss] [ppi]l[ssi][ssi] sorted triplets
0 1 2 3 3 4 5 5 sorted ranks

R=[iss][iss][ippl[i$$][[ssil[ssillppil[$$$] triplets
3 3 2 1 5 5 4 0 T?9 (string of ranks)
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As a result of the naming of the triplets in R, we get the new text 7> = 33215540 whose length
is % The crucial observation here is that we have a text 7> which is again a text of integers as T,
taking O(log n) bits per integer (as before), but 7> has length shorter than 7', so that we can invoke
recursively the suffix-array construction procedure over it.

It is evident from the discussion above that, since the ranks are assigned in the same order as the
lexicographic order of their triplets, the lexicographic comparison between suffixes of R (aligned to
the triplets) equals the lexicographic comparison between suffixes of 729,

Here Property 2.2 comes into play, because it defines a bijection between suffixes of R aligned to
triplet beginnings, hence suffixes of 7>°, with text suffixes starting in P, . This correspondence is
then deployed to derive SA%? from the suffix array of T%°.

In our running example 7% = 33215540, the suffix-array construction algorithm is applied re-
cursively thus deriving the suffix-array (8,4,3,2,1,7,6,5). We can turn this suffix array into SAZ0
by turning the positions in 72 into positions in 7. This can be done via simple arithmetic oper-
ations, given the layout of the triplets in7>°, and obtains in our running example the suffix array
SA*0 =(12,11,8,5,2,9,6,3).

Before concluding the description of step 1, we add two notes. The first one is that, if all symbols
in 720 are different, then we do not need to recurse because suffixes can be sorted by looking just at
their first characters. The second observation is for programmers that should be careful in turning
the suffix-positions in 7> into the suffix positions in T to get the final SA>C, because they must take
into account the layout of the triplets of R.

Step 2. Once the suffix array SA%? has been built (recursively), it is possible to sort lexicographically
the remaining suffixes of 7', namely the ones starting at the text positions i mod 3 = 1, in a simple
way. We decompose a suffix T'[i, n] as composed by its first character T[] and its remaining suffix
Tli + 1,n]. Since i € Pj, the next position i + 1 € P,p, and thus the suffix T'[i + 1,n] occurs
in SA2%. We can then encode the suffix T[i,n] with a pair of integers (T[i], pos(i + 1)), where
pos(i+ 1) denotes the lexicographic rank in SA%Y of the suffix T[i + 1,n]. If i+ 1 = n+ 1 then we set
pos(n+ 1) = 0 given that the character $ is assumed to be smaller than any other alphabet character.

Given this observation, two text suffixes starting at positions in P; can then be compared in
constant time by comparing their corresponding pairs. Therefore SA! can be computed in O(n) time
by radix-sorting the O(n) pairs encoding its suffixes.

In our example, this boils down to radix-sort the pairs:

Pairs/suffixes: (m,4) <(s,3) (s,2) (p,1)
1 4 7 10 starting positions in P

Sorted pairs/suffixes: (m,4) <(p, 1) <(s,2) <(s,3)
1 10 7 4 SA!

Step 3. The final step merges the two sorted arrays SA' and SA%? in linear O(n) time by resorting
an interesting observation which motivates the split % : % Let us take two suffixes T[i,n] € SA!
and T[j,n] € SA%C, which we wish to lexicographically compare for implementing the merge-step.
They belong to two different suffix arrays so we have no lexicographic relation known for them, and
we cannot compare them character-by-character because this would incur in a very high cost. We
deploy a decomposition idea similar to the one exploited in Step 2 above, which consists of looking
at a suffix as composed by one or two characters plus the lexicographic rank of its remaining suffix.
This decomposition becomes effective if the remaining suffixes of the compared ones lie in the same
suffix array, so that their rank is enough to get their order in constant time. Elegantly enough this
is possible with the split 2 : 1, but it could not be possible with the split 4 : 1. This observation is
implemented as follows:
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1. if jmod 3 = 2then we compare T[j,n] = T[j1T[j+1,n] against T[i,n] = T[{]T[i+1,n].
Both suffixes T[j + 1,n] and T[i + 1, n] occur in SA%? (given that their starting positions
are congruent 0 or 2 mod 3, respectively), so we can derive the above lexicographic com-
parison by comparing the pairs (7T'[i], pos(i+ 1)) and (T'[j], pos(j+1)). This comparison
takes O(1) time, provided that the array pos is available.?

2. if jmod 3 = O then we compare T[j,n] = T[jIT[j + 11T[j + 2,n] against T[i,n] =
T[AT[i + 11T[i + 2, n]. Both the suffixes T'[j + 2, n] and T[i + 2, n] occur in SA%° (given
that their starting positions are congruent 0 or 2 mod 3, respectively), so we can derive
the above lexicographic comparison by comparing the triples (T'[i], T'[i + 1], pos(i + 2))
and (T'[j], T[j+ 1], pos(j+2)). This comparison takes O(1) time, provided that the array
pos is available.

In our running example we have that T[8, 11] < T[10, 11], and in fact (i,5) < (p, 1). Also we
have that T'[7,11] < T[6,11] and in fact (s,i,5) < (s, s,2). In the following figure we depict all
possible pairs of triples which may be involved in a comparison, where (% %) and (x % x) denote the
pairs for rule 1 and 2 above, respectively. Conversely (x) denotes the starting position in 7" of the
suffix. Notice that, since we do not know which suffix of SA29 will be compared with a suffix of SA!
during the merging process, for each of the latter suffixes we need to compute both representations
(*%) and (% % %), hence as a pair and as a triplet.3

SAT SAZD
1 10 7 4 12 1783572 9 6 3 (%)
(m,4) | {p,1) | (s,2) | (s,3) (1,0)[(1,5)(i, 6)[1,7) (x%)
(m,1,7)p,1,0)[(s,1,5)(s,1,6)|($,$,-1) (p,p, 1)[s,8,2)[(s,s,3)|| (x*%)

At the end of the merge step we obtain the final suffix array: SA = (12,11,8,5,2,1,10,9,7,4,6,3).

From the discussion above it is clear that every step can be implemented via the sorting or the
scanning of a set of n atomic items, which are possibly triplets of integers, taking each triplet
O(log n) bits, so one memory word. Therefore the proposed method can be seen as a algorithmic
reduction of the suffix-array construction problem to the classic problem of sorting n-items. This
problem has been solved optimally in several models of computation, for the case of the two-level
memory model see Chapter ??.

For what concerns the RAM model, the time complexity of the Skew algorithm can be modeled
by the recurrence T'(n) = T(%) + O(n), because Steps 2 and 3 cost O(n) and the recursive call is
executed over the string 720 whose length is (2/3)n. This recurrence has solution 7'(n) = O(n),
which is clearly optimal. For what concerns the two-level memory model, the Skew algorithm can
be implemented in O(% log,,, 5 7;) I/Os, that is the I/O-complexity of sorting n atomic items.

THEOREM 2.3 The Skew algorithm builds the suffix array of a text string T[1, n] in O(S ort(n))
I/Os and O(n/B) disk pages. If the alphabet X has size polynomial in n, the CPU time is O(n).

The Scan-based Algorithm®™

Before the introduction of the Skew algorithm, the best known disk-based algorithm was the one
proposed by Baeza-Yates, Gonnet and Sniders in 1992 [6]. It is also a divide&conquer algorithm

20f course, the array pos can be derived from SA29 in linear time, since it is its inverse.
3Recall that pos(n) = 0, and for the sake of the lexicographic order, we can set pos(j) = —1, for all j > n.
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whose divide step is strongly unbalanced, thus it executes a quadratic number of suffix comparisons
which induce a cubic time complexity. Nevertheless the algorithm is fast in practice because it
processes the data into passes thus deploying the high throughput of modern disks.

Let £ < 1 be a positive constant, properly fixed to build the suffix array of a text piece of m = (M
characters in internal memory. Then assume that the text T'[1, n] is logically divided into pieces of
m characters each, numbered rightward: namely 7 = T T - - - Tpjp, where Ty, = T[hm + 1, (h + 1)m]
for h = 0,1,.... The algorithm computes incrementally the suffix array of T in @(n/M) stages,
rather than the logarithmic number of stages of the Skew algorithm. At the beginning of stage A,
we assume to have on disk the array SA" that contains the sorted sequence of the first hm suffixes
of T. Initially & = 0 and thus SA° is the empty array. In the generic /-th stage, the algorithm loads
the next text piece T"*! in internal memory, builds SA” as the sorted sequence of suffixes starting in
T'*1, and then computes the new SA"*! by merging the two sorted sequences SA" and SA’.

There are two main issues when detailing this algorithmic idea in a running code: how to effi-
ciently construct SA’, since its suffixes start in 7%*! but may extend outside that block of characters
up to the end of T'; and how to efficiently merge the two sorted sequences SA” and SA’, since they
involve suffixes whose length may be up to ®(n) characters. For the first issue the algorithm does
not implement any special trick, it just compares pairs of suffixes character-by-character in O(n)
time and O(n/B) I/Os. This means that over the total execution of the O(n/M) stages, the algorithm
takes O(% »-mlogm) = 0(% log m) 1/Os to construct SA’.

For the second issue, we note that the merge between SA” with SA” is executed in a smart way by
resorting the use of an auxiliary array C[1,m + 1] which counts in C[] the number of suffixes of
SA” that are lexicographically greater than the SA’[j— 1]-th text suffix and smaller than the SA’[ j]-th
text suffix. Two special cases occur if j = 1,m + 1: in the former case we assume that SA’[0] is
the empty suffix, in the latter case we assume that SA’[m + 1] is a special suffix larger than any
string. Since SA" is longer and longer, we process it streaming-like by devising a method that scans
rightward the text 7' (from its beginning) and then searches each of its suffixes by binary-search in
SA’. If the lexicographic position of the searched suffix is j, then the entry C[] is incremented. The
binary search may involve a part of a suffix which lies outside the block 7"*! currently in internal
memory, thus taking O(n/B) 1/Os per binary-search step. Over all the n/M stages, this binary search
takes O(X)"" 2 (hm) log m) = O(2= log M) 1/Os.

Array C is then exploited in the next substep to quickly merge the two arrays SA’ (residing in
internal memory) and SA” (residing on disk): C[j] indicates how many consecutive suffixes of SA”
lexicographically lie after SA’[ j— 1] and before SA’[ j]. Hence a disk scan of SA" suffices to perform
the merging process in O(n/B) 1/Os.

THEOREM 2.4 The Scan-based algorithm builds the suffix array of a text string T[1,n] in
O(375 log M) I/Os and O(n/B) disk pages.

Since the worst-case number of total I/Os is cubic, a purely theoretical analysis would classify
this algorithm as not interesting. However, in practical situations it is very reasonable to assume that
each suffix comparison finds in internal memory all the characters used to compare the two involved
suffixes. And indeed the practical behavior of this algorithm is better described by the formula
O(,Z—ZB) I/Os. Additionally, all I/Os in this analysis are sequential and the actual number of random
seeks is only O(n/M) (i.e., at most a constant number per stage). Consequently, the algorithm takes
fully advantage of the large bandwidth of modern disks and of the high speed of current CPUs.
As a final notice we remark that the suffix arrays SA” and the text T are scanned sequentially, so
some form of compression can be adopted to reduce the I/O-volume and thus further speed-up the
underlying algorithm.



2-14 Paolo Ferragina

Before detailing a significant improvement to the previous approach, let us concentrate on the
same running example used in the previous section to sketch the Skew algorithm.

1 2 3 4 5 6 7 8 9 10 11 12
T[1,12]= m i s s i s s i p p 1 $

Suppose that m = 3 and that, at the beginning of stage & = 1, the algorithm has already pro-
cessed the text block 7° = T[1,3] = mis and thus stored on disk the array SAl = 2,1,3)
which corresponds to the lexicographic order of the text suffixes which start in that block: namely,
mississippi$, ississippi$ and ssissippi$. During the stage h = 1, the algorithm loads in
internal memory the next block 7! = T[4,6] = sis and lexicographically sorts the text suffixes
which start in positions [4, 6] and extend to the end of T, see figure 2.4.

Text suffixes | sissippi$ issippi$ ssippi$
U

Lexicographic ordering

U

Sorted suffixes | issippi$ sissippi$ ssippi$

A’ 5 4 6

FIGURE 2.4: Stage 1, step 1, of the Scan-based algorithm.

The figure shows that the comparison between the text suffixes: 7[4,12] = sissippi$ and
T[6,12] = ssippi$ involves characters that lie outside the text piece T[4, 6] loaded in internal
memory, so that their comparison induces some I/Os.

The final step merges SA' = (2,1,3) with SA’ = (5,4,6), in order to compute SA%. This step
uses the information of the counter array C. In this specific running example, see Figure 2.5, it
is C[1] = 2 because two suffixes T[1,12] = mississippi$ and 7'[2,12] = ississippi$ are
between the SA’[0]-th suffix issippi$ and the SA’[1]-th suffix sissippi$.

Suffix Arrays | SA’ = [5,4,6] SA! =[2,1,3]

Merge via C | =020
SA? =5,2,1,4,6,3]

FIGURE 2.5: Stage 1, step 3, of the Scan-based algorithm

The second stage is summarized in Figure 2.6 where the text substring 72 = T[7,9] = sip is
loaded in memory and the suffix array SA’ for the suffixes starting at positions [7,9] is built. Then,
the suffix array SA” is merged with the suffix array SA? residing on disk and containing the suffixes
which start in T'[1, 6].

The third and last stage is summarized in Figure 2.7 where the substring 7° = T[10, 12] = pi$
is loaded in memory and the suffix array SA’ for the suffixes starting at positions [10, 12] is built.
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Stage 2.

(1) Load into internal memory T2 = T[7,9] = sip.

(2) Build SA’ for the suffixes starting in [7, 9]:
Text suffixes | sippi$ ippi$ ppi$
U

Lexicographic ordering
Sorted suffixes | ippi$ ppi$ sippi$

SA’ 8 9 7

(3) Merge SA’ with SA? exploiting C:
Suffix Arrays | SA’ =[8,9,7] SA?=[5,2,1,4,6,3]

Merge via C | €=103.03]
SA® =(8,5,2,1,9,7,4,6,3]

FIGURE 2.6: Stage 2 of the Scan-based algorithm.

Then, the suffix array SA’ is merged with the suffix array on disk SA* containing the suffixes which
start in T[1,9].

The performance of this algorithm can be improved via a simple observation [4]. Assume that,
at the beginning of stage 4, in addition to the SA" we have on disk a bit array, called gt,, such that
ot,[il = 1 if and only if the suffix T[(hm + 1) + i, n] is Greater Than the suffix T[(hm + 1),n]. The
computation of gt can occur efficiently, but this technicality is left to the original paper [4] and not
detailed here.

During the /-th stage the algorithm loads into internal memory the substring #[1,2m] = T"T"*!
(so this is double in size with respect to the previous proposal) and the binary array gt [1,m — 1]
(so it refers to the second block of text loaded in internal memory). The key observation is that
we can build SA” by deploying the two arrays above without performing any I/Os, other than the
ones needed to load #[1,2m] and gt,,;[1,m — 1]. This seems surprising, but it descends from the
fact that any two text suffixes starting at positions i and j within 7", with i < j, can be compared
lexicographically by looking first at their characters in the substring 7, namely at the strings #[i, m]
and [ j, j + m — i]. These two strings have the same length and are completely in #[1, 2m], hence in
internal memory. If these strings differ, their order is determined and we are done; otherwise, the
order between these two suffixes is determined by the order of the remaining suffixes starting at the
characters t[m + 1] and ¢[j + m — i + 1]. This order is given by the bit stored in gt ,[j — i], also
available in internal memory.

This argument shows that the two arrays ¢ and gt;,,; contain all the information we need to build
SA™1 working in internal memory, and thus without performing any 1/Os.

THEOREM 2.5 The new variant of the Scan-based algorithm builds the suffix array of a string
2
T[1,n] in O(553) I/Os and O(n/B) disk pages.

As an example consider stage 4 = 1 and thus load in memory the text substring t = T"T"*! =
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Stage 3:

(1) Load into internal memory T3 =T[10,12] = pis.

(2) Build SA’ for the suffixes starting in [10, 12]:
Text suffixes | pi$ i$§ $
U

Lexicographic ordering

U
Sorted suffixes $ i$ pi$

A" 12 11 10

(3) Merge SA’ with SA® exploiting C:
Suffix Arrays | SA’ =[12,11,10] SA3 = [8,5,2,1,9,7.4,6,3]

Merge via C | c=10045]
SA* =112,11,8,5,2,1,10,9,7,4,6, 3]

FIGURE 2.7: Stage 3 of the Scan-based algorithm.

T[4,9] = sis sipand the array gt, = (1, 0). Now consider the positions i = 1 and j = 3 in ¢, we can
compare the text suffixes starting at these positions by first taking the substrings #[1,3] = T'[4,6] =
sis with #[3,5] = T[6,9] ssi. The strings are different so we obtain their order without accessing
the disk. Now consider the positions i = 3 and j = 4 in ¢, they would not be taken into account by
the algorithm since the block has size 3, but let us consider them for the sake of explanation. We
can compare the text suffixes starting at these positions by first taking the substrings #[3, 3] = s with
t[4,4] = s. The strings are not different so we use gt,[j—i] = gt,[1] = 1, hence the remaining suffix
T4, n] is lexicographically greater than 7[5, n] and this can be determined again without any I/Os.

2.3 The Suffix Tree

The suffix tree is a fundamental data structure used in many algorithms processing strings [5]. In its
essence it is a compacted trie that stores all suffixes of an input string, each suffix is represented by
a (unique) path from the root of the trie to one of its leaves. We already discussed compacted tries
in the previous chapter, now we specialize the description in the context of suffix trees and point
out some issues, and their efficient solutions, that arise when the dictionary of indexed strings is
composed by suffixes of one single string.

Let us denote the suffix tree built over an input string T[1,n] as STy (or just ST when the input
is clear from the context) and assume, as done for suffix arrays, that the last character of T is the
special symbol $ which is smaller than any other alphabet character. The suffix tree has the following
properties:

1. Each suffix of T is represented by a unique path descending from root of ST to one of
its leaves. So there are n leaves, one per text suffix, and each leaf is labeled with the
starting position in 7 of its corresponding suffix.
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2. Each internal node of ST has at least two outgoing edges. So there are less than n internal
nodes and less than 2n — 1 edges. Every internal node u spells out a text substring,
denoted by s[u], which prefixes everyone of the suffixes descending from u in the suffix
tree. Typically the value |s[u]| is stored as satellite information of node u, and we use
occlu] to indicate the number of leaves descending from u.

3. The edge labels are non empty substrings of 7. The labels of the edges spurring from
any internal node start with different characters, called branching characters. Edges are
assumed to be ordered alphabetically according to their branching characters. So every
node has at most o outgoing edges.*

In Figure 2.8 we show the suffix tree built over our exemplar text T[1, 12] = mississippi$.
The presence of the special symbol T[12] = $ ensures that no suffix is a prefix of another suffix of
T and thus every pair of suffixes differs in some character. So the paths from the root to the leaves
of two different suffixes coincide up to their common longest prefix, which ends up in an internal
node of ST.

¢tddrssTssTu

FIGURE 2.8: The suffix tree of the string mississippi$

It is evident that we cannot store explicitly the substrings labeling the edges because this would
end up in a total space complexity of @(n?). You can convince yourself by building the suffix
tree for the string consisting of all distinct characters, and observe that the suffix tree consists of
one root connected to n leaves with edges representing all suffixes. We can circumvent this space
explosion by encoding the edge labels with pairs of integers which represent the starting position
of the labeling substring and its length. With reference to Figure 2.8 we have that the label of the
edge leading to leaf 5, namely the substring 7'[9, 12] = ppi$, can be encoded with the integer pair
(9,4), where 9 is the offset in T and 4 is the length of the label. Other obvious encodings could
be possible — say the pair (9, 12) indicating the starting and ending position of the label—, but we
will not detail them here. Anyway, whichever is the edge encoding adopted, it uses O(1) space, and
thus the storage of all edge labels takes O(n) space, independently of the indexed string.

4The special character $ is included in the alphabet X.
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FACT 2.3 The suffix tree of a string T[1, n] consists of n leaves, at most n — 1 internal nodes and
at most 2n — 2 edges. Its space occupancy is O(n), provided that a proper edge-label encoding is
adopted.

As a final notation, we call locus of a text substring ¢ the node v whose spelled string is exactly
t, hence s[v] = t. We call extended locus of ¢’ the locus of its shortest extension that has defined
locus in ST'. In other words, the path spelling the string ¢ in ST ends within an edge label, say the
label of the edge (u,v). This way s[u] prefixes # which in turn prefixes s[v]. Therefore v is the
extended locus of #. Of course if # has a locus in ST then this coincides with its extended locus.
As an example, the node z of the suffix tree in Figure 2.8 is the locus of the substring ssi and the
extended locus of the substring ss.

There are few important properties that the suffix-tree data structure satisfies, they pervade most
algorithms which hinge on this powerful data structure. We summarize few of them:

Property 2.6 Let o be a substring of the text T, then there exists an internal node u such that
s[u] = a (hence u is the locus of a) iff they do exist at least two occurrences of « in T followed by
distinct characters.

As an example, take node x in Figure 2.8, the substring s[x] = issi occurs twice in T at positions
2 and 5, followed by characters i and p, respectively.

Property 2.7 Let « be a substring of the text T that has extended locus in the suffix tree. Then every
occurrence of « is followed by the same characterin T.

As an example, take the substring iss that has node x as extended locus in Figure 2.8. This
substring occurs twice in T at positions 2 and 5, followed always by character i.

Property 2.8 Every internal node u spells out a substring s[u] of T which occurs at the positions
occlu] and is maximal, in the sense that it cannot be extended by one character and yet occur at
these positions.

Now we introduce the notion of lowest common ancestor (shortly, 1ca) in trees, which is defined
for every pair of leaves and denotes the deepest node being ancestor of both leaves in input. As an
example in Figure 2.8, we have that u is the 1ca of leaf 8 and 2. Now we turn 1ca between leaves
into 1cp between their corresponding suffixes.

Property 2.9 Given two suffixes T[i,n] and T}, n], say € is the length of the longest common prefix
between them. This value can be identified by computing the lowest common ancestor a(i, j) between
the leaves in the suffix tree corresponding to those two suffixes. Therefore, we have sla(i, j)] =
Llep(Ti, n], TLj, n)).

As an example, take the suffixes T[11,12] = i$ and T[5,12] = issippi$, their lcp is the
single character i and the 1ca between their leaves is the node u, which indeed spells out the string
slu] = 1.

2.3.1 The substring-search problem

The search for a pattern P[1, p] as a substring of the text T'[1, n], with the help of the suffix tree ST,
consists of a tree traversal which starts from its root and proceeds downward as pattern characters
are matched against characters labeling the tree edges (see Figure 2.9). Note that, since the first
character of the edges outgoing from each traversed node is distinct, the matching of P can follow
only one downward path. If the traversal determines a mismatch character, the pattern P does not
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occur in T'; otherwise the pattern is fully matched, the extended locus of P is found, and all leaves of
ST descending from this node identify all text suffixes which are prefixed by P. The text positions
associated to these descending leaves are the positions of the occ occurrences of the pattern P in
T. These positions can be retrieved in O(occ) time by visiting the subtree that descends from the
extended locus of P. In fact this subtree has size O(occ) because its internal nodes have (at least)
binary fan-out and consists of occ leaves.

Success!

w Output = {3,5}
2. 2,
% s’/ \J s's/ S

® ® O ®

A %m s#8& s#n = Fail s

—
]

bananat$ banana$

anas na

FIGURE 2.9: Two examples of substring searches over the suffix tree built for the text banana$.
The search for the pattern P = anas fails, the other for the pattern P = na is successful.

In the running example of Figure 2.9, the pattern P = na occurs twice in 7 and in fact the traversal
of ST fully matches P and stops at the node z, from which descend two leaves labeled 3 and 5. And
indeed the pattern P occurs at positions 3 and 5 of T, since it prefixes the two suffixes T'[3, 12] and
T[5, 12]. The cost of pattern searching is O(pt, + occ) time in the worst case, where ¢, is the time to
branch out of a node during the tree traversal. This cost depends on the alphabet size o and the kind
of data structure used to store the branching characters of the edges spurring from each node. We
discussed this issue in the previous Chapter, when solving the prefix-search problem via compacted
tries. There we observed that 7z, = O(1) if we use a perfect-hash table indexed by the branching
characters; it is f, = O(log o) if we use a plain array and the branching is implemented by a binary
search. In both cases the space occupancy is optimal, in that it is linear in the number of branching
edges, and thus O(n) overall.

FACT 2.4 The occ occurrences of a pattern P[1, p] in a text T[1, n] can be found in O(p + occ)
time and O(n) space by using a suffix tree built on the input text T, in which the branching characters
at each node are indexed via a perfect hash table.

2.3.2 Construction from Suffix Arrays and vice versa

It is not difficult to observe that the suffix array SA of the text 7' can be obtained from its suffix tree
ST by performing an in-order visit: each time a leaf is encountered, the suffix-index stored in this
leaf is written into the suffix array SA; each time an internal node u is encountered, its associated
value is written into the array lcp.
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FACT 2.5 Given the suffix tree of a string T[1,n], we can derive in O(n) time and space the
corresponding suffix array SA and the longest-common-prefix array 1cp.

Vice versa, we can derive the suffix tree ST from the two arrays SA and lcp in O(n) time as
follows. The algorithm constructs incrementally ST starting from a tree, say ST, that contains a
root node denoting the empty string and one leaf labeled SA[1], denoting the smallest suffix of 7.
At step i > 1, we have inductively constructed the partial suffix tree S7,_; which contains all the
(i — 1)-smallest suffixes of T, hence the suffixes in SA[1,i — 1]. During step i, the algorithm inserts
in ST;_; the i-th smallest suffix SA[i{]. This requires the addition of one leaf labeled SA[i] and, as
we will prove next, at most one single internal node which becomes the father of the inserted leaf.
After n steps, the final tree ST}, will be the suffix tree of the string T'[1, n].

The key issue here is to show how to insert the leaf S A[i] into S7;_; in constant amortized time.
This will be enough to ensure a total time complexity of O(n) for the overall construction process.
The main difficulty consists in the detection of the node u father of the leaf SA[i]. This node u
may already exist in ST;_;, in this case S A[i] is attached to u; otherwise, u must be created by
splitting an edge of ST;_;. Whether u exists or not is discovered by percolating ST;_; upward (and
not downward!), starting from the leaf S A[i — 1], which is the rightmost one in ST;_; because of the
lexicographic order, and stopping when a node x is reached such that 1cp[i] < |s[x]|. Recall that
lepli] is the number of characters that the text suffix suffs,[;_;; shares with next suffix suffg,(;) in the
lexicographic order. The leaves corresponding to these two suffixes are of course consecutive in the
in-order visit of ST. At this point if 1cp[i] = |s[x]|, the node x is the parent of the leaf labeled SA[i],
we connect them and the new S7; is obtained. If instead 1cp[i] < |s[x]|, the edge leading to x has to
be split by inserting a node u that has two children: the left child is x and the right child is the leaf
SA[i] (because it is lexicographically larger than SA[i — 1]). This node is associated with the value
1cp[i]. The reader can run this algorithm over the string 7'[1, 12] = mississippi$ and convince
herself that the final suffix tree ST, is exactly the one showed in Figure 2.8.

The time complexity of the algorithm derives from an accounting argument which involves the
edges traversed by the upward percolation of ST'. Since the suffix suff;,; is lexicographically greater
than the suffix suffg,;_;), the leaf labeled SA[{] lies to the right of the leaf SA[i — 1]. So every time
we traverse an edge, we either discard it from the next traversals and proceed upward, or we split
it and a new leaf is inserted. In particular all edges from SA[i — 1] to x are never traversed again
because they lie to the left of the newly inserted edge (u, SA[i]). The total number of these edges
is bounded by the total number of edges in ST, which is O(n) from Fact 2.3. The total number of
edge-splits equals the number of inserted leaves, which is again O(n).

FACT 2.6 Given the suffix array and the longest-common-prefix array of a string T[1,n], we can
derive the corresponding suffix tree in O(n) time and space.

2.3.3 McCreight’s algorithm®

A naive algorithm for constructing the suffix tree of an input string 7[1, n] could start with an empty
trie and then iteratively insert text suffixes, one after the other. The algorithm maintains the property
by which each intermediate trie is indeed a compacted trie of the suffixes inserted so far. In the worst
case, the algorithm costs up to O(n?) time, take e.g. the highly repetitive string 7[1, 7] = a"~'$. The
reason for this poor behavior is due to the re-scanning of parts of the text T that have been already
examined during the insertion of previous suffixes. Interestingly enough do exist algorithms that
construct the suffix tree directly, and thus without passing through the suffix- and Icp-arrays, and
still take O(n) time. Nowadays the space succinctness of suffix arrays and the existence of the Skew
algorithm, drive the programmers to build suffix trees passing through suffix arrays (as explained in
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the previous section). However, if the average Icp among the text suffixes is small then the direct
construction of the suffix tree may be advantageous both in internal memory and on disk. We refer
the interested reader to [3] for a deeper analysis of these issues.

In what follows we present the classic McCreight’s algorithm [11], introduced in 1976. It is
based on a nice technique that adds some special pointers to the suffix tree that allow to avoid
the rescanning mentioned before. These special pointers are called suffix links and are defined as
follows. The suffix link S L(z) connects the node z to the node z’ such that s[z] = as[z’]. So 7’ spells
out a string that is obtained by dropping the first character from s[z]. The existence of 7z’ in ST is
not at all clear: Of course s[z'] is a substring of T, given that s[z] is, and thus there exists a path in
ST that ends up into the extended locus of s[z’]; but nothing seems to ensure that s[z’] has indeed
a locus in ST, and thus that 7’ exists. This property is derived by observing that the existence of
z implies the existence of at least 2 suffixes, say suff; and suﬁfi that have the node z as their lowest
common ancestor in ST, and thus s[z] is their longest common prefix (see Property 2.9). Looking
at Figure 2.8, we can take for node z the suffixes suff; and suffs (which are actually children of z).
Now take the two suffixes following those ones, namely suff;,; and suff;,, (i.e. suff, and suff; in the
figure). They will share s[z’] as their longest common prefix, given that we dropped just their first
character, and thus they will have 7z’ as their lowest common ancestor. In Figure 2.8, s[z] = ssi,
s[Z’] = si and the node 7z’ does exist and is indicated with y. In conclusion every node z has one
suffix link correctly defined; more subtle is to observe that all suffix links form a tree rooted in the
root of ST': just observe that |s[z']| < |s[z]| so they cannot induce cycles and eventually end up in the
root of the suffix tree (spelling out the empty string).

McCreight’s algorithm works in 7 steps, it starts with the suffix tree ST'; which consists of a root
node, denoting the empty string, and one leaf labeled suff; = T[1, n] (namely the entire text). In a
generic step i > 1, the current suffix tree S7;_; is the compacted trie built over all text suffixes suff;
such that j = 1,2,...,i — 1. Hence suffixes are inserted in ST from the longest to the shortest one,
and at any step S7;_; indexes the (i — 1) longest suffixes of 7.

To ease the description of the algorithm we need to introduce the notation head; which denotes
the longest prefix of suffix suff; which occurs in ST;_;. Given that ST;_; is a partial suffix tree, head;
is the longest common prefix between suff; and any of its previous suffixes in 7', namely suff; with
j=12,...,i — 1. Given head; we denote by h; the (extended) locus of that string in the current
suffix tree: actually /; is the extended locus in ST,_; because suff; has not yet been inserted. After
its insertion, we will have that head; = s[h;] in ST;, and indeed #; is set as the parent of the leaf
associated to the suffix suff;. As an example, consider the suffix suffs; = byabz$ in the partial suffix
trees of Figure 2.10. We have that this suffix shares only the character b with the previous four
suffixes of 7', so heads = b in ST4, and heads has extended locus in ST, which is the leaf 2. But,
after its insertion, we get the suffix tree ST's in which ks = v in ST's.

Now we are ready to describe the McCreight’s algorithm in detail. To produce S7;, we must
locate in ST;_; the (extended) locus k; of head;. If it is an extended locus, then the edge incident
in this node is split by inserting an internal node, which corresponds to #;, and spells out head;,
to which the leaf for suff; is attached. In the naive algorithm, head; and h; were found tracing a
downward path in S7;_; matching suff; character-by-character. However this induced a quadratic
time complexity in the worst case. Instead McCreight’s algorithm determines head; and h; by using
the information inductively available for string head;_;, and its locus h;_, and the suffix links which
are already available in ST;_;.

FACT 2.7 In ST the suffix link S L(u) is defined for all nodes u # h;_y. It may be the case
that S L(h;_y) is defined too, because that node was already present in ST;_; before the insertion of

suff;_;.
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FIGURE 2.10: Several steps of the McCreight’s algorithm for the string 7 =abxabyabz$§.

Proof Since head;_ prefixes suff;_;, the second suffix of head;_; starts at position i and thus
prefixes the suffix suff;. We denote this second suffix with head;,. By definition head,; is the longest
prefix shared between suff; and anyone of the previous text suffixes, so that |head;| > |head;_,| — 1
and the string head;_ | prefixes head;. |

McCreight’s algorithm starts with ST’ that consists of two nodes: the root and the leaf for suff;.
At step 1 we have that head, is the empty string, h; is the root, and S L(root) points to the root
itself. At a generic step i > 1, we know head,_; and h;_; (i.e. the parent of suff;_;), and we wish to
determine head; and h;, in order to insert the leaf for suff; as a child of #;. These data are found via
the following three sub-steps:

1. if S L(head;_) is defined, we set w = S L(head,_,) and we go to step 3;

2. Otherwise we need to perform a rescanning whose goal is to find/create the locus w
of head;_, and consequently set the suffix link SL(h;_;) = w. This is implemented
by taking the parent f of head;_;, jumping via its suffix link f* = SL(f) (which is
defined according to Fact 2.7), and then tracing a downward path from f’ starting from
the (Is[f’]l + 1)-th character of suff;. Since we know that head,_, occurs in T and it
prefixes suff;, this downward tracing to find w can be implemented by comparing only
the branching characters of the traversed edges with head_,. If the landing node of this
traversal is the locus of headl.’_ 15 then this landing node is the searched w; otherwise the
landing node is the extended locus of head;_ |, so we split the last traversed edge and
insert the node w such that s[w] = head__,. In all cases we set S L(h;—1) = w;

3. Finally, we locate head; starting from w and scanning the rest of suff;. If the locus of
head; does exist, then we set it to h;; otherwise the scanning of head; stopped within
some edge, and so we split it by inserting A; as the locus of head;. We conclude the
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process by installing the leaf for suff; as a child of ;.

Figure 2.10 shows an example of the advantage induced by suffix links. As step 8 we have the
partial suffix tree ST7, head; = ab, its locus h; = u, and we need to insert the suffix suffy = bz$.
Using McCreight’s algorithm, we find that S L(%7) is defined and equal to v, so we reach that node
following the suffix link (without rescanning head; ;). Subsequently, we scan the rest of suffs,
namely z$, searching for the locus of headsg, but we find that actually heads = head, so hg = v and
we can attach there the leaf 8.

From the point of view of time complexity, we observe that the rescanning and the scanning
steps perform two different types of traversals: the former traverses edges by comparing only the
branching characters, since it is rescanning the string head;_, which is already known from the
previous step i — 1; the latter traverses edges by comparing their labels in their entirety because it
has to determine head;. This last type of traversal always advances in T so the cost of the scanning
phase is O(n). The difficulty is to evaluate that the cost of rescanning is O(n) too. The proof comes
from an observation on the structure of suffix links and suffix trees: if S L(x) = v then all ancestors
of u point to a distinct ancestor of v. This comes from Fact 2.7 (all these suffix links do exist), and
from the definition of suffix links (which ensures ancestorship). Hence the tree-depth of v = S L(u),
say d[v], is larger than d[u] — 1 (where —1 is due to the dropping of the first character). Therefore,
the execution of rescanning can decrease the current depth at most by 2 (i.e., one for reaching the
father of h;_;, one for crossing S L(h;-1)). Since the depth of ST is most n, and we loose at most
two levels per SL-jump, then the number of edges traversed by rescanning is O(n), and each edge
traversal takes O(1) time because only the branching character is matched.

The last issue to be considered regards the cost of branching out of a node during the re-scanning
and the scanning steps. Previously we stated that this costs O(1) by using perfect hash-tables built
over the branching characters of each internal node of ST. In the context of suffix-tree construc-
tion the tree is dynamic and thus we should adopt dynamic perfect hash-tables, which is a pretty
involved solution. A simpler approach consists of keeping the branching characters and their asso-
ciated edges within a binary-search tree thus supporting the branching in O(log o) time. Practically,
programmers relax the requirement of worst-case complexity and use either hash tables with chain-
ing, or dictionary data structures for integer values (such as the Van Emde-Boas tree, whose search
complexity is O(log log o) time) because characters can be looked at as sequences of bits and hence
integers.

THEOREM 2.10 McCreight’s algorithm builds the suffix tree of a string T[1,n] in O(nlog o)
time and O(n) space.

This algorithm is inefficient in an external-memory setting because it may elicit one I/O per each
tree-edge traversal. Nevertheless, as we observed before, of the distribution of the lcps is skewed
towards small values, then this construction might be I/O-efficient in that the top part of the suffix
tree could be cached in the internal memory, and thus do not elicit any I/Os during the scanning and
re-scanning steps. We refer the reader to [3] for details on this issue.

2.4 Some interesting problems

2.4.1 Approximate pattern matching

The problem of approximate pattern matching can be formulated as: finding all substrings of a text
T[1, n] that match a pattern P[1, p] with at most k errors. In this section we restrict our discussion
to the simplest type of errors, the ones called mismatches or substitutions (see Figure 2.11). This
way the text substrings which “k-mismatch” the searched pattern P have length p and coincide with
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the pattern in all but at most & characters. The following figure provides an example by considering
two DNA strings formed over the alphabet of four nucleotide bases {A, T, G, C}. The reason for this
kind of strings is that Bio-informatics is the context which spurred interest around the approximate
pattern-matching problem.

cC C G AT C A G T A
cC C G

= > -

A C G
A C T

)
FIGURE 2.11: An example of matching between T (top) and P (bottom) with k = 2 mismatches.

The naive solution to this problem consists of trying to match P with every possible substring
of T, having length p, counting the mismatches and returning the positions were their number is at
most k. This would take O(pn) time, independently of k. The inefficiency comes from the fact that
each pattern-substring comparison starts from the beginning of P, thus taking O(p) time. In what
follows we describe a sophisticated solution which hinges on an elegant data structure that solves
an apparently un-related problem formulated over an array of integers, and called Range Minimum
Query (shortly, RMQ). This data structure is the backbone of many other algorithmic solutions in
problems arising in Data Mining, Information Retrieval, and so on.

The following Algorithm 2.4 solves the k-mismatches problem in O(nk) time by making the
following basic observation. If P occurs in T with j < k mismatches, then we can align the pattern
P with a substring of T so that j or j — 1 substrings coincide and j characters mismatch. Actually
equal substrings and mismatches interleave each other. As an example consider again Figure 2.11,
the pattern occurs at position 1 in the text 7 with 2 mismatches, and in fact two substrings of P
match their corresponding substrings of 7. This means that if we could compare pattern and text
substrings for equality in constant time, then we could execute the naive-approach taking O(nk)
time, instead of O(np) time. To be operational, this observation can be rephrased as follows: if
Tli,i + €] = P[j, j + {] is one of these matching substrings, then ¢ is the longest common prefix
between the pattern and the text suffixes starting at the matching positions i and j. Algorithm 2.4
deploys this rephrasing to code a solution which takes O(nk) time provided that 1cp-computations
take O(1) time.

If we run the Algorithm 2.4 over the strings showed in Figure 2.11, we perform two lcp-
computations and find that P occurs at text position 1 with 2-mismatches:

e 1cp(T[1,14], P[1,7]) = 1cp(CCGTACGATCAGTA, CCGTACG) = CCG.
e 1cp(T[5,14], P[5,7]) = Lcp(ACGATCAGTA, ACG) = AC.

How do we compute 1cp(T[i + j— 1, n], P[j, p]) in constant time? We know that suffix trees and
suffix arrays have built-in some 1cp-information, but we similarly recall that these data structures
were built on one single string, namely the text 7. Here we are talking of suffixes of P and T
together. Nonetheless we can easily circumvent this difficulty by constructing the suffix array, or
the suffix tree, over the string X = T#P, where # is a new character not occurring elsewhere. This
way each computation of the form l1cp(T'[i + j — 1,n], P[j, p]) can now be turned into an lcp-
computation between suffixes of X, precisely lcp(T[i + j — 1,n],P[n + 1 + j,n + 1 + p]). We
are therefore left with showing how these lcp-computations can be performed in constant time,
whichever is the pair of compared suffixes. This is the topic of the next subsection.
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Algorithm 2.4 Approximate-pattern matching based on LCP-computations

matches = {}
fori=1tondo
m=0,j=1;
while m < kand j < p do
¢ =1cp(T[i+ j—1,n], Plj, pl;

j=i+t
if j < p then
m=m+1;j=j+1;

end if
end while
J=1
if m < k then

matches = matches U{T[i,i + p — 1]};
end if

end for
return matches;

Lowest Common Ancestor, Range Minimum Query and Cartesian Tree

Let us start from an example, by considering the suffix tree STy and the suffix array SAx built on
the string X = CCGTACGATCAGTA. This string is not in the form X = T#P because we wish to
stress the fact that the considerations and the algorithmic solutions proposed in this section apply to
any string X, not necessarily the ones arising from the Approximate Pattern-Matching problem.
The key observation, whose correctness spurs immediately from Figure 2.12, is that there is a
strong relation between the 1cp-problem over X’s suffixes and the computation of lowest common
ancestors (1ca) in the suffix tree STx. Consider the problem of finding the longest common prefix
between suffixes X[i, x] and X[, x]) where x = |X|. It is not difficult to convince yourself that the
node u = lca(X[i, x], X[, x]) in the suffix tree STx spells out their 1cp, and thus the value |s[u]|
stored in node u is exactly the lcp-value we are searching for. Notice that this property holds
independently of the lexicographic sortedness of the edge labels, and thus of the suffix tree leaves.

Equivalently, the same value can be derived by looking at the suffix array SAx. In particular take
the lexicographic positions i, and j, where those two suffixes occur in SAy, say SAx[i,] = i and
SAx[jp] = j (we are assuming for simplicity that i, < j,). It is not difficult to convince yourself
that the minimum value in the sub-array 1cplip, j — 1P is exactly equal to |s[u]| since the values
contained in that sub-array are the values stored in the suffix-tree nodes of the subtree that descends
from u. Actually the order of these values is the one given by the in-order visit of u#’s descendants.
Anyway, this order is not important for our computation which actually takes the smallest value,
because it is interested in the shallowest node (namely the root u) of that subtree.

Figure 2.12 provides a running example which clearly shows these two strong properties, which
actually do not depend on the order of the children of suffix-tree nodes. As a result, we have two
approaches to compute 1cpin constant time, either through 1ca-computations over ST’y or through
RMQ-computations over 1cpy. For the sake of presentation we introduce an elegant solution for the
latter, which actually induces in turn an elegant solution for the former, given that their are strongly
related.

SRecall that 1cp[q] stores the length of the longest common prefix between suffix SA[i] and its next suffix SA[i + 1].
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FIGURE 2.12: An example of suffix tree, suffix array, lcp-array for the string X =
CCGTACGATCAGTA. In the suffix tree we have indicated only a prefix of few characters of the long
edge labels. The figure highlights that the computation of 1cp(X[2, 16], X[10, 16]) boils down to
finding the depth of the 1ca-node in STy between the leaf 2 and the leaf 10, as well as to solve a
range minimum query on the sub-array 1cp[6, 8] since SAx[6] = 10 and SAx[9] = 2.

In general terms the RMQ problem can be stated as follows:

The range-minimum-query problem. Given an array A[1, n] of elements drawn from an
ordered universe, build a data structure RMQy that is able to compute efficiently the position
of a smallest element in Ali, jl, for any given queried range (i, j). We say "a smallest”
because the array may contain many minimum elements.

We underline that this problem asks for the position of a minimum element in the queried sub-
array, rather than its value. This is more general because the value of the minimum can be obviously
retrieved from its position in A by accessing this array, which is available.

In this lecture we aim for constant-time queries [1]. The simplest solution achieves this goal via
a table that stores the index of a minimum entry for each possible range (i, j). Such table requires
O(n?) space and O(n?) time to be built. A better solution hinges on the following observation: any
range (i, j) can be decomposed into two (possibly overlapping) ranges whose size is a power of two,
namely (i,i +25) and (j — 2%, j) where L = |log(j — i + 1)]. This allows us to sparsify the previous
quadratic-sized table by storing only ranges whose size is a power of two. This way, for each posi-
tion i we store the answers to the queries RMQ, (i, i + 2%), thus occupying a total space of O(nlog n)
without impairing the time complexity of the query which is still constant and corresponds to return
RMQ, (i, j) = argmin, ;{RMQ, (i, i + 25),RMQ4(j — 25, j)}.

In order to get the optimal O(n) space occupancy, we need to dig into the structure of the
RMQ-problem and make a twofold reduction which goes back-and-forth from RMQ-computations
to 1ca-computations: namely, we reduce (1) the RMQ-computation over the 1cp-array to an lca-
computation over Cartesian Trees (that we define next); we then reduce (2) the 1ca-computation
over Cartesian Trees to an RMQ-computation over a binary array. This last problem will then be
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solved in O(n) space and constant query time. Clearly reduction (2) can be applied to any tree, and
thus can be applied to Suffix Trees in order to solve 1ca-queries over them.

First reduction step: from RMQ to 1ca. We transform the RMQ4-problem “back” into an lca-
problem over a special tree which is known as Cartesian Tree and is built over the entries of the
array A[1, n]. The Cartesian Tree C4 is a binary tree of n nodes, each labeled with one of A’s entries
(i.e. value and position in A). The labeling is defined recursively as follows: the root of Cy4 is labeled
by the minimum entry in A[1, ], say this is (A[m], m). Then the left subtree of the root is recursively
defined as the Cartesian Tree of the subarray A[1, m — 1], and the right subtree is recursively defined
as the Cartesian Tree of the subarray A[m + 1,n]. See Figure 2.13 for an example.

- — A=1[2,51,7,3]
() () 12345
) ®

FIGURE 2.13: Cartesian Tree built over the array A[1, 5] = {2,5, 1,7, 3}. Observe that nodes of C4
store as first (black) number A’s values, and as second (red) number their positions in A.

The following Figure 2.14 shows the Cartesian tree built on the 1cp-array depicted in Figure 2.12.
Given the construction process, we can state that ranges in the 1cp-array correspond to subtrees of
the Cartesian tree. Therefore computing RMQ,4(i, j) boils down to compute an 1lca-query between
the nodes of C, associated to the entries i and j. Differently of what occurred for 1ca-queries on
STy, where the arguments were leaves of that suffix tree, the queried nodes in the Cartesian Tree
may be internal nodes, and actually it might occur that one node is ancestor of the other node.
For example, executing RMQ; (6, 8) equals to executing 1ca(6, 8) over the Cartesian Tree Cyp of
Figure 2.14. The result of this query is the node (1cp[7],7) = (1,7). Notice that we have another
minimum value in 1cp[6, 8] at 1cp[6] = 1; the answer provided by the 1ca is one of the existing
minima in the queried-range.

Second reduction step: from 1ca to RMQ. We transform the 1ca-problem over the Cartesian Tree
Cicp “back” into an RMQ-problem over a special binary array A[1,2e], where e is the number of
edges in the Cartesian Tree (of course e = O(n)). It seems strange this “circular” sequence of
reductions that now has turned us back into an RMQ-problem. But the current RMQ-problem, unlike
the original one, is formulated on a binary array and thus admits an optimal solution in O(n) space.

To build the binary array A[1,2e] we need first to build the array D[1,2e] which is obtained as
follows. Take the Euler Tour of Cartesian Tree Cj,, visiting the tree in pre-order and writing down
each node everytime the visit passes through it. A node can be visited multiple times, precisely it is
visited/written as many times as its number of incident edges; except for the root which is written
the number of incident edges plus 1.

Given the Euler Tour of the Cartesian Tree C4, we build the array D[ 1, 2¢] which stores the depths
of the visited nodes in the order stated by the Euler Tour (see Figure 2.14). Given D and the way
the Euler Tour is built, we can conclude that query 1ca(i, j) in C4 boils down to compute the node
of minimum depth in the sub-array D[i’, j'] where i’ (resp. j’) is the position of the first (resp. last)
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EulerTour=1524342597|678}79121011101214131412951
D =1234543234)545)1434 5654 5654321

FIGURE 2.14: Cartesian tree built on the 1cp-array of Figure 2.12: inside the nodes we report the
LCP’s values, outside the nodes we report the corresponding position in the LCP array (in case of
ties in the LCP’s values we make an arbitrary choice). On the bottom part are reported the Euler
Tour of the Cartesian Tree and the array D of the depths of the nodes according to the Euler-Tour
order.

occurrence of the node i (resp. j) in the Euler Tour. In fact, the range D[i’, j’] corresponds to the part
of the Euler Tour that starts at node i and ends at node j. The node of minimum depth encountered
in this Euler sub-Tour is properly the 1ca(i, j).

So we reduced an lca-query over the Cartesian Tree into an RMQ-query over node depths. In
our running example on Figure 2.14 this reduction transforms the query lca(6, 8) into a query
RMQp(11, 13), which is highlighted by a red rectangle. Turning nodes into ranges can be done in
constant time by simply storing two integers per node of the Cartesian Tree, denoting their first/last
occurrence in the Euler Tour, thus taking O(n) space.

We are again “back” to an RMQ-query over an integer array. But the current array D is special
because its consecutive entries differ by 1 given that they refer to the depths of consecutive nodes
in an Euler Tour. And in fact, two consecutive nodes in the Euler Tour are connected by an edge
and thus one node is the parent of the other, and hence their depths differ by one unit. The net result
of this property is that we can solve the RMQ-problem over D[1, 2¢] in O(n) space and O(1) time as
follows. (Recall that e = O(n).) Solution is based on two data structures which are detailed next.

First, we split the array D into % subarrays Dy of size d = %loge each. Next, we find the
minimum element in each subarray Dy, and store its position at the entry M[k] of a new array whose
size is therefore %. We finally build on the array M the sparse-table solution indicated above which
takes superlinear space (in the size of M) and solves RMQ-queries in constant time. The key point
here is that M’s size is sublinear in e, and thus in #n, so that the overall space taken by array M and
its sparse-table is O(( loege) * log loege) = 0(e) = O(n).

The second data structure is built to efficiently answer RMQ-queries in which i and j are in the
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same block Dy. It is clear that we cannot tabulate all answers to all such possible pairs of indexes
because this would end up in ®(n?) space occupancy. So the solution we describe here spurs from
two simple, deep observations whose proof is immediate and left to the reader:

Binary entries: Every block Dy can be transformed into a pair that consists of its first element
D¢[1] and a binary array Ag[i] = Dy[i] — Dil[i — 1] for i = 2,...,d. Entries of A; are
either —1 or +1 because of the unit difference between adjacent entries of D.

Minimum location: The position of the minimum value in Dy depends only on the content of
the binary sequence Ay and does not depend on the starting value Dy[1].

Nicely, the possible configurations that every block Dy can assume are infinite, given that infinite
is the number of ways we can instantiate the input array A on which we want to issue the RMQ-
queries; but the possible configurations of the image A is finite and equal to 2¢. This suggests
to apply the so called Four Russians trick to the binary arrays by tabulating all possible binary
sequences Ay and, for each of them, storing the position of the minimum value. Since the blocks

A have length d = 10;;3’ the total number of possible binary sequences is 2¢ = 0Q2'%°) = O(+/e) =

O(+/n). Moreover, since both query-indexes i and j can take at most d = lof ¢ possible values, being
internal in a block Dy, we can have at most O(log? ¢) queries of this third type. Consequently, we
build a lookup table T'[i,, j,, Ar] that is indexed by the possible query-offsets i, and j, within the
block Dy and its binary configuration A;. Table T stores at that entry the position of the minimum
value in Dy. We also assume that, for each k, we have stored A so that the binary representation Ay
of Dy can be retrieved in constant time. Each of these indexing parameters takes O(log e) = O(log n)
bits of space, hence one memory word, and thus can be managed in O(1) time and space. In
summary, the whole table T consists of O( y/n(log n)?) = o(n) entries. The time needed to build 7 is
O(n). The power of transforming Dy into A is evident now, every entry of T'[i,, j,, A¢] is actually
encoding the answer for an infinite number of blocks Dy, namely the ones that can be turned to the
same binary configuration Ay.

At this point we are ready to design an algorithm that, using the three data structures illustrated
above, answers a query RMQp(Z, j) in constant time. If i, j are inside the same block D then the
answer is retrieved in two steps: first we compute the offsets i, and j, with respect to the beginning
of Dy and determine the binary configuration A; from k; then we use this triple to access the proper
entry of T. Otherwise the range (i, j) spans at least two blocks and can thus be decomposed in three
parts: a suffix of some block Dy, a consecutive sequence of blocks Dy, ---Djy_y, and finally the
prefix of block D . The minimum for the suffix of D; and the prefix of D can be retrieved from T,
given that these ranges are inside two blocks. The minimum of the range spanned by D; 1 -+ Dj_;
is stored in M. All this information can be accessed in constant time and the final minimum-position
can be retrieved by comparing these three minimum values, in constant time too.

THEOREM 2.11 Range-minimum queries over an array A[l,n] of elements drawn from an
ordered universe can be answered in constant time using a data structure that occupies O(n) space.

Given the stream of reductions we illustrated above, we can conclude that Theorem 2.11 applies
also to computing 1ca in generic trees: it is enough to take the input tree in place of the Cartesian
Tree.

THEOREM 2.12 Lowest-common-ancestor queries over a generic tree of size n can be an-
swered in constant time using a data structure that occupies O(n) space.
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2.4.2 Text Compression

Data compression will be the topic of one of the following chapters; nonetheless in this section
we address the problem of compressing a text via the simple algorithm which is at the core of the
well known gzip compressor, named LZ77 from the initials of its inventors (Abraham Lempel and
Jacob Ziv [9]) and from the year of its publication (1977). We will show that there exists an optimal
implementation of the LZ77-algorithm taking O(n) time and using suffix trees.

Given a text string T[1, n], the algorithm LZ77 produces a parsing of T into substrings that are
defined as follows. Assume that it has already parsed the prefix 7T[1,i — 1] (at the beginning this
prefix is empty), then it decomposes the remaining text suffix 7'[i,n] in three parts: the longest
substring T'[i,i + ¢ — 1] which starts at i and repeats before in the text 7', the next character T'[i + ],
and the remaining suffix T'[i + £ + 1, n]. The next substring to add to the parsing of T is T'[i,i + £],
and thus corresponds to the shortest string that is new in T[1,i — 1]. Parsing then continues onto the
remaining suffix T'[i + £ + 1, n], if any.

Compression is obtained by succinctly encoding the triple of integers (d, €, T[i + £]), where d is
the distance (in characters) from i to the previous copy of T'[i, i+ € — 1]; € is the length of the copied
string; T[i + £] is the appended character. By saying “previous copy” of T[i,i + ¢ — 1], we mean
that its copy starts before position i but it might extend after this position, hence it could be d < ¢;
furthermore, the previous copy can be any previous occurrence of T'[i,i + £ — 1], although space-
efficiency issues suggest us to take the closest copy (and thus the smallest d). Finally we observe
that the reason for adding the character T'[i + €] to the emitted triple is that this character behaves
like an escape-mechanism; in fact it is useful when no-copy is possible and thus ¢ = 0 (this occurs
when a new character is met in 7).°

Before digging into an efficient implementation of the LZ77-algorithm let us consider our exam-
ple string 7 = mississippi. Its LZ77-parsing is computed as follows:

Output: <0,0,i >
1 . 2 4 . 5 6 7 . 8 9 10 . 11
m 1 S 1 S S 1 P p 1

Output: < 0,0, s >

1 2 3 6 70 .8 9 10 11
m 1 S S S 1 p p 1

Output: < 1,1,i >

6We are not going to discuss the integer-encoding issue, since it will be the topic of a next chapter, we just mention here
that efficiency is obtained in gzip by taking the rightmost copy and by encoding the values d and ¢ via a Huffman coder.
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1 L2 3 4 .5 6 7 .8 9
m 1 S S 1 S S 1 p

Output: < 1,1,i >

We can compute the LZ77-parsing in O(n) time via an elegant algorithm that deploys the suffix
tree ST. The difficulty is to find 7r;, the longest substring that occurs at position i and repeats before
in the text T. Say d is the distance of the previous occurrence. Given our notation above we have
that € = |m;|. Of course ; is a prefix of suff; and a prefix of suff;_;; actually, it is the longest common
prefix of these two suffixes, and by maximality, there is no other previous suffix suff; (with j < i)
that shares a longer prefix with suff;. By properties of suffix trees, the lowest-common-ancestor of
leaves i and j spells out ;. However we cannot compute lca(i, j) by issuing a query to the data
structure of Theorem 2.12 because we do not know j, which is exactly the information we wish
to compute. Similarly we cannot trace a downward path from the root of ST trying to match suff;
because all suffixes of T are indexed in the suffix tree and thus we could detect a longer copy which
follows position 7, instead of preceding it.

To circumvent these problems we preprocess ST via a post-order visit that computes for every
internal node u its minimum leaf min(x). Clearly min(x) is the leftmost position from which we can
copy the substring s[u]. Given this information we can determine easily ;, just trace a downward
path from the root of ST scanning suff; and stopping as soon as the reached node v is such that
min(v) = i. At this point we take u as the parent of v and set w; = s[u], and d = i — min(x). Clearly,
the chosen copy of 7; is the farthest one and not the closest one: this does not impact in the number
of phrases in which T is parsed by LZ77, but possibly influences the magnitude of these distances
and thus their succinct encoding. Devising an LZ77-parser that efficiently determines the closest
copy of each 7; is non trivial and needs much more sophisticated data structures.

Take T = mississippi as the string to be parsed (see above) and consider its suffix tree ST in
Figure 2.8. Assume that the parsing is at the suffix suff;, = ississippi. Its tracing down ST stops
immediately at the root of the suffix tree because the node to be visited next would be u, for which
min(u) = 2 which is not smaller than the current suffix position. Then consider the parsing at suffix
suffs = ssippi. We trace down ST and actually exhaust suff, so reaching the leaf 6, for which
min is 3. So the selected node is its parent z, for which s[z] = ssi. The emitted triple is correctly
<3,3,p>.

The time complexity of this implementation of the LZ77-algorithm is O(n) because the traversal
of the suffix tree advances over the string 7', and this may occur only n times. Branching out
of suffix-tree nodes can be implemented in O(1) time via perfect hash tables, as observed for the
substring-search problem. The construction of the suffix tree costs O(n) time, by using one of the
algorithms we described in the previous sections. The computation of the values min(u), over all
nodes u, takes O(n) time via a post-order visit of ST'.

THEOREM 2.13 The LZ77-parsing of a string T[1, n] can be computed in O(n) time and space.
Each substring of the parsing is copied from its farthest previous occurrence.
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2.4.3 Text Mining

In this section we briefly survey two examples of uses of suffix arrays and 1cp-arrays in the solution
of sophisticated text mining problems.

Let us consider the following question: Check whether there exists a substring of T[1,n] that
repeats at least twice and has length L. Solving this problem in a brute-force way would mean to
take every text substring of length L, and count its number of occurrences in 7. These substrings
are O(n), searching each of them takes O(nL) time, hence the overall time complexity of this trivial
algorithm would be OnL). A smarter and faster, actually optimal, solution comes from the use
either of the suffix tree or of the Icp-array 1cp, built on the input text T's.

The use of suffix tree is simple. Let us assume that such a string does exist, and it occurs at
positions x and y of . Now take the two leaves in the suffix tree which correspond to sujff, and suff,
and compute their lowest common ancestor, say a(x, y). Since T[x,x+ L— 1] = T[y,y+ L— 1], itis
that |s[a(x, y)]| = L. We write ”greater or equal” because it could be the case that a longer substring
is shared at positions x and y, in fact L is just fixed by the problem. The net result of this argument
is that it does exist an internal node in the suffix tree whose label is greater or equal than L; a visit
of the suffix tree is enough to search for any node such this one, thus taking O(n) time.

The use of the suffix array is a little bit more involved, but follows a similar argument. Recall that
suffixes in SA are lexicographically ordered, so the longest common prefix shared by suffix SA[i] is
with its adjacent suffixes, namely either with suffix SA[i — 1] or with suffix SA[i + 1]. The length
of these lcps is stored in the entries 1cp[i — 1,i]. Now, if the repeated substring of length L does
exist, and it occurs e.g. at text positions x and y, then we have lcp(T[x,n], T[y,n]) > L. These
two suffixes not necessarily are contiguous in SA (this is the case when the substring occurs more
than twice), nonetheless all suffixes occurring among them in SA will surely share a prefix of length
L, because of their lexicographic order. Hence, if suffix T[x,n] occurs at position g of the suffix
array, i.e. SA[g] = x, then we have that either 1cp[g — 1] > L or 1cp[q] > L, depending on the fact
that T[y,n] < T[x,n] or vice versa, respectively. Hence we can solve the question stated above by
scanning lcp and searching for an entry > L. This takes O(n) optimal time.

Let us now ask a more sophisticated question: Check whether there exists a text substring that
repeats at least C times and has length L. This is the typical query in a text mining scenario,
where we are interested not just in a repetitive event but in an event occurring with some statistical
evidence. We can again solve this problem by trying all possible substrings and counting their
occurrences. Again, a faster solution comes from the use either of the suffix tree or of the array
lcp. Following the argument provided in the solution of the previous question we note that, if a
substring of length L occurs (at least) C times, then it does exist (at least) C text suffixes that share
(at least) L characters. So it does exist a node u in the suffix tree such that |s[«]| > L and the number
of descending leaves occ[u] > C. Equivalently, it does exist a sub-array in 1cp of length > C — 1
that consists of entries > L. Both approaches provide an answer to the above question in O(n) time.

Let us conclude this section by asking a query closer to a search-engine scenario: Given two
patterns P and Q, and a positive integer k, check whether there exists an occurrence of P whose
distance from an occurrence of Q in an input text T is at most k. This is also called proximity
search over a text T which is given in advance to be preprocessed. The solution passes through
the use of any search data structure, being it a suffix tree or a suffix array built over T, plus some
sorting/merging steps. We search for P and Q in T and derive their occurrences, say O. Both
suffix arrays and suffix trees return these occurrences unsorted. Therefore we sort them, in order to
produce the ordered list of occurrences of P and Q. At this point it is easy to determine whether the
question above admits a positive answer; if it does, then there do exist two consecutive occurrences
of P and Q whose distance is at most k. To detect this situation it is enough to scan the sorted
Sequence O and check, for every consecutive pair of positions which are occurrences of P and Q,
whether the difference is at most k. This takes overall O(|P| +|Q| + |O|log |O|) time, which is clearly
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advantageous whenever the set O of candidate occurrences is small, and thus the queries P and Q

are sufficiently selective.
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